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A common opportunity for nuclear power plant operators is
ensuring that routinely collected data is fully leveraged. Ex-
ploiting data analytics can enable improvements in anomaly
detection and condition monitoring by identifying previously
unseen data trends and correlations without major financial
investment.

One such opportunity is in facilitating the detection of
fuel defects by augmenting the delayed neutron monitoring
system deployed in the majority of CANDU reactors. In this
paper we demonstrate using archive data that the detection
of fuel defects can be accelerated using this system in com-
bination with the use of a deeper historical dataset and the
introduction of a smoothing algorithm.

The current defect identification process relies on the
analysis of data of high variance and is subject to the judge-
ment of a domain expert, resulting in variable defect iden-
tification periods. The proposed approaches seek to miti-
gate this and alleviate the variable identification time. Ini-
tial results presented here show that for an initial batch of 30
defects, identification periods can be meaningfully reduced
compared to the current process, with defects potentially vis-
ible an average of 11.4 days earlier.

By shortening this identification period, fuel containing
defects can be scheduled for earlier removal, reducing the
risk of statutory shutdown obligations, protecting personnel
and promoting industry best practice.

Exploring a historical dataset identifies previously un-
documented trends and we discuss the potential to produce
correlations with other reactor parameters. The applica-
tion of this knowledge can lead to opportunities in the use
of machine learning algorithms and, ultimately, more accu-
rate predictions.

Nomenclature
2xN Double normalization
α Exponential smoothing factor
Br-87 Bromine-87
Ci,t Difference between cumulative sum & total sum of ri,t
D Defect detection point
DN Delayed neutron
∆var(Xi) Change in 2xN variance before/during defect pe-

riod
Eest,t Estimation error at time t
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Emeas,t Inherent measurement error
ES Exponentially smoothed
ESTt Filtered estimate at current time t
GFP Gaseous fission product
I-137 Iodine-137
KGt Kalman gain at current time t
MWel Electrical power output
ri,t Array of differences between channel 2xN values &

channel group mean values
STD Standard deviation
var(Xi,de f ect) 2xN variance during defect period
var(Xi,pre) 2xN variance before defect period
Xi,post 2xN values recorded during defect period
Xi,pre 2xN values recorded prior to defect period
Xi,t 2xN values
xt Measured 2xN count value at time t

1 Introduction
Data is constantly gathered at nuclear power plants, and

is generally used to help engineers and operators make key
decisions regarding specific plant operations. While oper-
ators will have a deep technical knowledge of the systems
they are managing, there is often limited re-use or statistical
analysis of data once it has served its initial purpose. As a
result of advances in machine learning which have not yet
been fully leveraged in many operational areas, there exists
an opportunity to improve the decision making process so
that faults may be detected earlier, more accurately and with
fewer dedicated personnel hours. These advances can also
enable larger historical datasets to be leveraged, and combin-
ing this with novel analytics can lead to a deeper understand-
ing of the core behaviour at little extra cost to plant operators.

Here we present the initial assessment and analysis of
data from one such area: that of delayed neutron monitoring
for fuel defect detection in CANDU nuclear plants.

This paper is divided into the following sections: in Sec-
tion 2, CANDU reactors and the motivation for fuel moni-
toring are described and one current analysis process is sub-
sequently introduced. We outline our general approach to
the analysis in Section 3 and provide more detail on this in
Sections 4, 6 and 8. Results and discussion follow their re-
spective descriptions in Sections 5 and 7 and we conclude by
suggesting further work of interest.

2 CANDU Reactors
At the time of writing, 31 commercial CANDU reac-

tors of various sizes operate globally. 18 of these, the 480-
channel CANDU-9 variant, are located in Ontario, Canada
with an output of approximately 850 MWel per unit. Of the
other units, the most common is the 380-channel, approxi-
mately 650 MWel CANDU-6.

Fuel in CANDU-6 and CANDU-9 reactors is arranged
in bundles, each containing 37 fuel elements, with 12 or 13
bundles in each of the fuel channels. All are orientated hori-
zontally, and individually pressurized. One advantage of the

design is that every fuel channel can be individually refuelled
without taking the reactor offline [1].

2.1 Fuel Monitoring Motivation
Components within CANDU reactor cores are subject

to high levels of stress, primarily from the intensity of heat
created in the fission process, however the heat fluctuation
and high flow speed of the heavy water coolant are also major
contributors.

Fuel elements comprise around 30 uranium oxide pel-
lets within a thin zircalloy sheath. Ongoing exposure to fast
neutrons causes embrittlement and weakness of this sheath.
Upon refuelling, the coolant is allowed to carry the new fuel
bundle into the reactor, resulting in unavoidable collisions
between new and old fuel bundles, leading to another source
of materials stress [1].

As a result of the stresses the fuel is exposed to, de-
fects can occasionally occur. The frequency of events such
as these in CANDU reactors are some of the world’s lowest
amongst water cooled reactors [2], but for personnel protec-
tion and operational requirements it remains important that
they are detected and removed quickly.

When a fuel defect occurs, fission byproducts are able to
escape into the coolant. Some of these byproducts have long
half-lives and can cause long term contamination of the pri-
mary coolant loop, which has specific operating limits for ra-
diation levels [3]. Fuel bundles with multiple defects can be
more difficult to remove from the reactor if excessive defor-
mation is allowed to progress [1], which further incentivizes
the identification and location of defects at an early stage.

2.2 Fuel Monitoring Systems
The detection and location of fuel defects in the majority

of CANDU reactors is achieved using two systems [4]. The
first monitors the primary coolant for the presence of gaseous
fission products (GFP) and specific radionuclides and is used
to indicate the presence of a fuel defect somewhere within
the core. The second system is deployed periodically and
uses the emission of delayed neutrons (DNs) to identify the
channel containing defect fuel. The data generated by this
second system is the focus of the work presented here, but
the information derived from the GFP system is useful when
interpreting the DN data and will be referenced later.

In this paper we focus on the data available from the
eight CANDU-9 units operated by Bruce Power. Here, the
480 channels are monitored via two measurement halls; one
at each end of the reactor and each containing 240 sampling
points. Measurement points for each of the 240 channels
are arranged in an 8×30 array in each measurement hall. A
rig comprising 8 neutron detectors moves horizontally across
this array, stopping for a short period at each sample point
to simultaneously collect 8 neutron count values [5]. The
collection of DN activity data for all 240 channels in a single
session in a single hall is now referred to as a ‘scan’.

If a defect occurs, fission byproducts are released into
the primary coolant loop. DNs are released and detectable
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Fig. 1. A representative DN plot, with defect channel highlighted

in monitoring halls outside the reactor, predominantly via I-
137 with half-life of 22 seconds and Br-87 with half-life of
56 seconds [3]. Inside the reactor, DNs from escaped fission
products make up only approximately 3% of total activity,
however a short time after leaving the core they account for
75% of DN activity due to the longer half-lives of these spe-
cific fission byproducts. As a result, it is possible to detect
which channel contains a fuel defect by observing elevated
neutron activity levels.

After the coolant has passed through the measurement
hall, it is returned to the reactor and recirculates. To mini-
mize noise from recirculated, longer lived fission products,
the system is designed such that the coolant transport time
from fuel channel to DN detector maximizes the detection of
DNs from the target isotopes I-137 and Br-87 [3].

Plant conditions also play an important role in the re-
lease of DN precursors [4] and can delay the presence of
DNs at the monitoring location, and hence apparent activ-
ity spike, for several days or weeks until sufficient levels of
fission byproduct are leached into the coolant.

2.3 Current Analysis
Bruce Power employs a Double Normalization (2xN)

technique. For each detector, count values are normalized
with respect to the average count rate for the 30 channels in
question. This removes most effects of any settings changes
and changes in background neutron count between scans and
goes some way towards removing any inter-monitor bias, as-
suming all monitors are connected to similarly active chan-
nels, as the design intends. Secondly, data is filtered and nor-
malized channelwise, so if one channel consistently produces
a higher reading than others, this bias will be removed [6].

This technique is applied to every group of channels for
all 8 detectors, and by plotting these values any anomalous
channels can be identified as their double normalized counts
will usually appear to trend higher than their neighbours.

Figure 1 shows an example of data from a group of chan-
nels, with the highlighted data series derived from a chan-
nel containing defect fuel. In this example, the defect ap-
pears quickly and is clearly identified but this is not always
the case. The defect channel identification process is chal-
lenging as the data has low resolution and high variance and
operating experience using the existing 2xN technique has
demonstrated that the time taken for the channel containing
the fuel defect to become distinguishable from its neighbour-
ing channels varies considerably. Greater clarity and repeata-
bility in this area would be beneficial.

Fuel defect detection in CANDU reactors has been the
focus of some previous work. [7] summarized the current ap-
proach based on calculation and thresholding of a DN dis-
crimination ratio, comparing count rates to background. The
employment of this technique is described at CANDU sites
in New Brunswick [8], South Korea [9], Romania [10], Pak-
istan [11] and India [12]. The 2xN technique [6] is a direct
development of this method. Other work [13] has focussed
on improved online decision support for the GFP system us-
ing a physical understanding of the behaviour of specific ra-
dionuclides to more quickly identify anomalous reactor pa-
rameters and other studies have refined this progress to ac-
count for the effect of equipment fouling on the sensitivity
of the DN detectors [14]. To the authors’ knowledge, no re-
cent work has been undertaken to specifically improve the
DN time series analysis.

3 General Approach
The focus of this work is the assessment of online DN

monitoring data, with the aim of reducing the time taken be-
tween initial detection of an in-core defect to scheduling its
removal.

Figure 2 outlines the development of this work, which
is divided into two stages. In stage 1, an initial review of a
small sample of defects was undertaken and the potential for
improvement in the existing defect localisation process was
explored. In stage 2, a more extensive database was reviewed
for bulk historical analysis, with the aim of visualising, iden-
tifying and incorporating longer term trends. Any observable
trends can then be identified and validated using station op-
erational knowledge.

In parallel with the historical analysis, a smoothing pro-
cess is used to mitigate the effects of noise in the dataset.
Knowledge gained in the historical analysis is expected to be
incorporated into the smoothing process in future work and
is therefore represented as a dotted connector.

The limited initial release of DN data referred to in
Fig. 2 covered several units at the Bruce Power site, for time
periods around specific fuel defects of approximately one
year. The full data release covered all 8 units, spanning vari-
ous time periods up to 30 years. In total, each reactor has be-
tween 500-800 fully-labelled scan files, containing one data
point for each channel.
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Fig. 2. General approach for the analysis of DN data

4 Initial approach: Statistical Assessments
Using a small representative set of data with labelled

defects, preliminary assessments explored the application of
alternative anomaly detection methods. The double normal-
ized dataset Xi,t = x1,t ,x2,t , . . . ,x30,t was split into Xi,pre, the
data recorded prior to defect detection and Xi,de f ect , the data
recorded after detection but before channel identification for
the 30-channel monitor group containing the defect channel.

4.1 Change in Mean
One approach was to calculate the change in mean of

the count rate for each channel, reasoning that on average,
the count rate should increase for a channel containing a de-
fect and so the comparison of the mean of two similar sub-
sequences before and after the GFP detection date should be
robust to the presence of noise and may help to highlight this
discrepancy. Any trends in Xi,pre can be difficult to see by
human inspection and so this metric may emerge before the
raw 2xN values reached any threshold applied. For channel
i = 1 to 30,

∆Xi = Xi,de f ect −Xi,pre (1)

At each time point in the defect period, the 2xN values
were recalculated and per-channel mean changes calculated.
Any negative deviations are ignored on the basis that only an
increased count is expected for a channel containing a defect.

4.2 Change in Variance
Another approach quantified the variance change of

each channel from the point at which the GFP system identi-
fied an in-core fuel defect. The deviation in the distribution
of data points either side of the GFP detection date for a se-
ries could indicate a defect for that channel. For channel i= 1
to 30,

∆var(Xi) = var(Xi,de f ect)− var(Xi,pre) (2)

4.3 Cumulative Residuals
On the basis that small differences from the mean be-

haviour may not be visible due to high levels of noise, it is
proposed that the cumulative effect of these differences may
be more obvious. This is a common strategy in anomaly de-
tection methods, employed in cumulative summation charts
first by [15] which continue to be used to this day.

With each new scan, the final method shown calculates
an array of differences between the counts and the average
count for all channels in the window since the GFP detection.

ri,t = Xi,t −Xde f ect (3)

The cumulative sum and total sum of these differences is
then calculated, with the difference between these, Ci,t , given
as

Ci,t =
T

∑
0
(ri)− ri,t (4)

In this way the final value is always 0 (because the fi-
nal cumulative sum = total sum) and any anomalously high
counts are expected to trend above the others when plotted
graphically. A window starting at point of GFP detection
can be analysed, with the exact starting point adjusted to op-
timize detection capability.

The following section provides some initial results from
application of the analysis techniques outlined above.

5 Results: Statistical Assessments
Figures 3 and 4 show the results of applying the change

in mean and change in variance calculations. The upper pan-
els display the 2xN data, with the data from the defect chan-
nel highlighted as a black dashed line. The date at which an
in-core defect was detected by the GFP system is shown as
the vertical dash-dotted line, with the date at which the de-
fect channel was identified with enough confidence to justify
defuelling the channel by analysis of the 2xN data shown as
the vertical dotted line.

The middle panels show the changes in mean between
the pre-defect data and the post-defect data for each chan-
nel at that point in time. For these plots, the vertical dotted
lines from the upper panels have been retained for reference,
with only the defect period shown. Again data from the de-
fect channel is highlighted as a dashed line. In both figures,
the defect channels are identifiable by this parameter mul-
tiple scans earlier than by the 2xN data alone. For defect
example 1, the defect is differentiable from the beginning
of March, which represents a substantial improvement of al-
most 8 weeks over the current method. For defect example
2, the defect is visible from the beginning of August, repre-
senting an improvement of around six weeks.

The lower panels show the changes in variance for the
individual double normalized count data. In these cases, the
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Fig. 3. Calculated metrics for defect example 1

variance changes are not an obvious early indication of a
channel containing a defect, but initial observations suggest
that defect channels tend to trend amongst the highest of their
monitor group, especially as the channel identification date
approaches. On its own, the change in variance metric is not
immediately useful, but it may prove a useful predictor in
combination with other features.

Figure 5 displays the results of the cumulative residual
assessment for defect example 1, the same defect analysed
in Fig. 3. Four panels are presented showing examples re-
sults of the analysis as they appear at various points in time.
It should be noted that the manner in which the calculations
are carried out does not allow a single plot (showing all time
points) to be produced as in the preceding figures; instead
figures are generated each time a scan is carried out. The
defect identification date of April 26th is again shown by the
vertical dotted line to the right, and snapshots are presented
of the cumulative deviations 5,10,15 and 20 scans prior to
this date, referred to on the plots as D. All available data is

Fig. 4. Calculated metrics for defect example 2

plotted for each snapshot, so Fig. 3a would have been gener-
ated on April 7th. For this defect example the defect channel
is again distinguishable from the non-defect channels by the
greater magnitude of deviations at an early stage.

These early visualisations provided evidence that alter-
native approaches to the current analysis process were pos-
sible. Three methods have been presented here which show
some promise for identifying anomalous channels multiple
scans earlier than with existing methods. It should however
be noted that the trends identified are not always consistent
for all defect examples available and appear somewhat sen-
sitive to the selection of pre-defect data period.

6 Noise reduction techniques
Two related signal processing techniques for the re-

moval of noise are now discussed.
The Kalman filter is a well established recursive statis-

tical method used to mitigate the effects of noise in data se-
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Fig. 5. Cumulative deviations from mean 5, 10, 15 & 20 scans from original defect identification point: defect example 1

ries, so investigation of its application was of interest. The
univariate filter can be applied on a per-channel basis, as fol-
lows:

KGt =
Eest,t

Eest,t +Emeas
(5)

ESTt = ESTt−1 +KGt(xt −ESTt−1) (6)

Eest,t = (1−KGt)Eest,t−1 (7)

Where KGt is the Kalman gain at time t, Eest,t is the es-
timation error at time t, Emeas is the inherent measurement
error (learned from pre-defect data subset), ESTt is the fil-
tered estimate at time t and xt is the measured count value at
time t.

The inherent measurement error is not directly known;
a common challenge when applying Kalman filter variants
[16]. To estimate that error, we use a multiple of the inter-
quartile range of the double normalized values recorded prior
to the defect being detected.

This method shows some promise but as is typical with
the Kalman Filter algorithm, the gain parameter reduces as
more data is collected. This has the effect of giving lower

weight to any newly recorded data point. As a result, the
predictions become over-smoothed and any emergent defect
takes time to appear by human inspection. This is a disad-
vantage where swift identification of an anomalous trend is
the key driver, so work to address this limitation is ongoing.

Exponential smoothing (ES) is a processing technique
in effect similar to the univariate Kalman filter with gain pa-
rameter held constant. It is defined as follows:

Eest,t = α× xt +(1−α)Eest,t−1 (8)

Where α is the smoothing factor and controls the
weighting given to the latest measurement compared to the
previous estimate, as with the Kalman gain described above.
Typically this parameter is chosen in the range 0.1-0.3 [17];
here we use a value of 0.15 which was found to be a good
compromise between sensitivity and noise reduction.

7 Results: Noise Reduction
A period of approximately three months is currently

used to generate the 2xN data. Here the effect of extending
the historical dataset used to generate the double normalized
data, and smoothing the resultant values, is demonstrated. In
Fig. 6, the upper panel shows data from the defect period
only. Again, the GFP alarm date is shown as the vertical
dash-dotted line while the defect identification date is shown
as the vertical dotted line, both in grey. The 2xN data for the
defect channel is shown as a dashed black line, with the 2xN
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data for the non-defect channels in the background in light
grey. The exponentially smoothed values for the non-defect
channel are shown on top of the 2xN values, in dark grey;
the same data for the defect channel is highlighted as a solid
black line with circular markers.

The lower panel shows a representation of the available
data for the monitoring hall for that particular unit. The av-
erage count rate for all 240 channels for every monitoring
session in each hall are displayed separately (NB monitor-
ing sessions occur at different times in the East and West
halls). The standard deviation for each monitoring session
for the hall from which the defect channel is monitored is
also displayed. Both mean and standard deviation were dis-
played in this way in order to identify any monitoring ses-
sions which may have generated any abnormal values and
which may need to be discarded. At this point, no filtering
on this basis has been applied. The light grey shaded region
identifies the time period from which the 2xN values were
derived.

Now, all available historical data is incorporated: the re-
sults are shown in Fig. 7.

In this case, the defect channel appears above the other
channels from the same monitor group and is clearly distin-
guishable as an outlier by inspection of the 2xN data at a very
early stage: in this case from around the end of November.
Again, this demonstrates an improvement of approximately
eight weeks over the existing analysis process. The exponen-
tially smoothed values are also displayed on these figures:
for this example, this filtered data is not strictly necessary to
identify the defect but does help to confirm the hypothesis
strongly suggested by the 2xN data. In some cases, expo-
nential smoothing in combination with history extension im-
proves performance beyond the current approach using the
2xN technique. Figure 8 shows one such example which
benefits from this smoothing process.

For this third defect example, the 2xN data generated by
the original analysis window gave no indication of the loca-
tion of the defect. Figure 8 shows the result of extending the
window to cover all available data, with that data again used
to generate exponentially smoothed predictions. In isolation,
the double normalized values do not allow for clear visual
distinction of the defect-containing channel as the signal is
moving within the bounds of the variation of its neighbours.
However, by inspecting the exponentially smoothed data se-
ries, the defect channel emerges from this noise around the
beginning of January. While this technique may not provide
enough evidence to comprehensively prove the existence of
a defect in that channel, it should enable the creation of a
significantly smaller set of candidate channels for review.

The defects examples shown here tend to illustrate some
of the better performing channels using this method, so we
quantify the results of the available set of data in Table 1.
This table displays the number of channels in which various
scan reductions were observed compared to manual inspec-
tion by a human expert. With a previous average defect lo-
cation time of 41 scans for this set of defect examples, using
this method it was found that defects are potentially visu-
ally identifiable on average 4.9 scans earlier than the exist-

Table 1. Summary of improvements enabled by exponential
smoothing approach

Scans saved # examples

0 6

1-2 7

3-4 6

5-6 5

7-8 2

9-10 2

10+ 2

ing 2xN inspection process. For this set of defect examples
this equates to 11.4 days, which represents a meaningful im-
provement.

8 Data Exploration: Historical Visualisation
As previously discussed, on completion of an initial re-

view of a smaller dataset a more detailed historical analysis
could also be made. Here we seek to identify longer-term
trends which can enable the incorporation of more sophisti-
cated analytics tools. Several years of data was parsed and
extracted from the regular monitoring of 8 units. Feature in-
formation in a suitable archival form is currently limited but
other trends of interest can nonetheless be identified.

As a first step, the mean, median and standard devia-
tion of the raw data was plotted as a time series to visualize
any long term trends. This is shown for one unit in Fig. 9.
Each point relates to the average, median or standard devia-
tion of a complete scan for a single monitoring hall. In gen-
eral, there appears to be a tendency for average count rates
to gradually reduce over time, with step changes following
extended outages. Discussion with engineers indicates that
the long-term downward trend may be due to the reduction
of monitor sensitivity when exposed to neutron flux, and the
step change potentially due to recalibration, cleaning or re-
covery of monitors. Similar trends are visible for most other
units and investigations are ongoing.

Further insight can be gained by plotting this data as a
heatmap for each measurement hall. An example is shown
in Fig. 10, where every vertical slice corresponds to a sin-
gle scan and every horizontal slice corresponds to a single
channel of the 240. In order to perform comparisons be-
tween different detectors, it is necessary to first normalize
the count data. A standard scaling process was selected to
produce a distribution with zero mean and unit standard de-
viation across the date axis for each monitor group, which
allows identification of inherent activity differences between
channels. This is similar to the double normalization tech-
nique but in this case, anomalous values are not automati-
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Fig. 6. 2xN & ES data for defect example 3, original history

Fig. 7. 2xN & ES data for defect example 3, extended history

cally rejected and the values generated can be directly plotted
to illustrate this spread. The arrangement of the data is such
that on the y-axis, channels are grouped by detector. Within
each detector band there is a graduated distribution in the
normalized count from low to high. It is suspected that this
pattern is the result of a couple of factors: one is referred to as
the ”north-south” effect, whereby the higher level of gamma
shine at the end of the monitoring array closer to the reactor
core leads to an increased signal at these locations. Secondly,
when the system was designed there was an attempt made

to ensure even distribution of low and high power channels
across each detector. As with most reactor designs, central
channels tend to have a higher associated power (and asso-
ciated DN activity) than those on the periphery. It is likely
a combination of these effects which leads to 8 horizontally
repeating patterns.

Visualising the data in this manner for this particular unit
has highlighted a clear, distinctly different response in one
of the detectors: a number of anomalies are visible in the
6th horizontal band which indicates that this monitor has oc-
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Fig. 8. 2xN & ES data for defect example 4, extended history

Fig. 9. Mean, median & standard deviation of raw counts for a single unit

casionally been causing spurious readings for several years.
This is not a critical issue as errors are almost always obvi-
ous and can be quickly discarded but further investigation is
ongoing with station engineers to determine the root cause
of this behaviour. It is worth noting that both Fig. 9 and 10
show approximately six years of inspection data on a single
graph in a way which is not normally displayed and this has
identified some previously unseen insightful trends.

An important aspect of any analysis techniques devel-
oped is to ensure that there is an understanding of the un-
derlying physical processes, which involved close discussion
with engineers at Bruce Power. In this way, insight has been
gained regarding the physical layout of the pipework con-

necting the reactor to measurement halls, as well as the dif-
ference in appearance of real defects compared with elec-
tronic errors. It is suggested that the long term general be-
haviour of the monitors may prove to be useful in identifying
anomalies in the data. The incorporation of these effects into
any future model will be instrumental in the feature engineer-
ing step identified in Fig. 2.

9 Conclusions & Future Work
This paper has demonstrated the additional value that

can be gained from the application of modern data analytic
techniques to leverage existing data sources and provide ad-
ditional insights into core behaviour, in this case using his-
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Fig. 10. Heatmap of normalized counts, scaled by monitor, shaded by standard deviation differences from mean

toric delayed neutron data.

An initial review of a number of approaches toward im-
proved DN analysis have been presented. This work has
proved promising in this regard, with some statistical anal-
yses potentially able to identify channels containing fuel de-
fects several weeks earlier than the current system. Further
detailed analysis against other historical instances of defect
fuel across different reactors may build a case for moving
towards using one, or a combination, of these methods in
conjunction with the double normalization technique and ex-
ponential smoothing.

Analysis of a larger dataset has enabled longer term
trends in the data to be identified, and the use of exponential
data smoothing techniques has shown promising results, with
defects potentially identifiable an average of 11.4 days ear-
lier than by using the current double normalization method.
Some promise is also shown by the univariate Kalman fil-
tering approach, although initial results have shown that the
sensitivity is compromised at the expense of over-smoothing.

Good value has been demonstrated by visualising the
historical dataset in the form of a heatmap and it is antic-
ipated that other similar historical data sources, many of
which exist in the nuclear domain, will likely benefit from
this approach.

Further work could focus on the development of an al-
gorithmic approach to defect identification or the examina-
tion of the effect of filtering and processing historical data
to create lower inter-channel variance and allow earlier de-
tection of defect data series. Some scope may also exist for
machine learning opportunities: despite the limited size of
the dataset available, it may be possible to incorporate wider
reactor parameters and inter-channel correlations into more
sophisticated models and this is an active area of research.
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10 Table caption list
1. Summary of improvements enabled by exponential

smoothing approach

11 Figure Caption List
1. A representative DN plot, with defect channel high-

lighted
2. General approach for the analysis of DN data
3. Calculated metrics for defect example 1
4. Calculated metrics for defect example 2
5. Cumulative deviations from mean 5, 10, 15 & 20 scans

from original defect identification point: defect example
1

6. 2xN & ES data for defect example 3, original history
7. 2xN & ES data for defect example 3, extended history
8. 2xN & ES data for defect example 4, extended history
9. Mean, median & standard deviation of raw counts for a

single unit

10. Heatmap of normalized counts, scaled by monitor,
shaded by standard deviation differences from mean
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