
Prologue

Non più soltanto la sperimentazione di modelli paralleli
al supercalcolatore, ma l’avvio di una produzione

scientifica sempre più intensa, con la realizzazione di
nuove applicazioni in numerose discipline. È in questa

No longer just the experimentation of supercomputer
parallel models, but the start of a scientific production
of growing intensity, with the creation of new
applications in many disciplines. It is in this direction



direzione che si sono ormai decisamente orientate le
attività di ricerca della comunità scientifica nazionale

ed europea nel periodo 1996-97, sviluppate grazie alla
disponibilità delle risorse tecnologiche e

computazionali del Consorzio.

In questa quarta edizione di Scienza e Supercalcolo al
CINECA presentiamo il lavoro di 213 ricercatori

provenienti da 110 istituzioni scientifiche nazionali, per
un totale di 87 contributi. Il volume è suddiviso in 11
sezioni, di cui le prime nove dedicate alle attività per
singole discipline e le ultime due al lavoro scientifico

dei ricercatori dell’INFM e di quelli europei.

Come avevamo già anticipato in occasione della
pubblicazione della precedente edizione, l’impiego dei

supercalcolatori nell’attività scientifica sta offrendo
applicazioni sempre più orientate alla soluzione di

problemi e casi concreti. L’approfondimento e la
sperimentazione dei modelli sta lasciando il posto alla

verifica sul campo dei risultati e alla produzione di
nuove interfacce avanzate per la visualizzazione

scientifica. Le linee e i progetti di ricerca che
presentiamo riguardano numerose e differenti discipline

scientifiche: in particolare, hanno segnato importanti e
significativi sviluppi applicativi le ricerche in ambito

ingegneristico e bioingegneristico, oltre che nelle
scienze umane, in fisica e chimica.

Il recente potenziamento dei sistemi e delle architetture
di calcolo massicciamente parallelo ha consentito ai

ricercatori di usufruire presso il Consorzio di strumenti
ancor più avanzati per il loro lavoro.

Per un numero crescente di ricercatori europei è stato
possibile trascorrere periodi di studio e lavoro presso la

sede del Consorzio, utilizzando i sistemi di supercalcolo
nell’ambito delle iniziative previste dal IV Programma

Quadro dell’Unione Europea per favorire la mobilità
del personale scientifico, con un ulteriore ampliamento
ai Paesi dell’area PECO. La promozione della mobilità

e la diffusione degli scambi tra i ricercatori europei
sono progetti di grande rilevanza internazionale in cui è

coinvolto il Consorzio. Il CINECA ha potuto così
rafforzare ulteriormente il proprio ruolo di Centro

avanzato per il calcolo ad alte prestazioni, ampliando le
sue attività oltre i confini della comunità scientifica
nazionale per soddisfare la domanda di tecnologie

computazionali anche dal mondo della ricerca europea.

Mario Lanzarini, Direttore

that the activities of the national and European
scientific communities were decisively oriented in the
period 1996-97, which developed due to the availability
of the Consortium’s technological and computational
resources.

In this fourth edition of Scienza e Supercalcolo al
CINECA we present the work of 213 researchers from
110 national scientific institutions, for a total of 87
contributions. The volume is divided into 11 sections,
the first nine of which are dedicated to activities by
individual discipline. The last two sections deal with the
scientific work of INFM and European researchers.

As we already mentioned in the previous edition, the
use of supercomputers in scientific activities has led to
the production of applications that becoming more
oriented towards the solution of concrete problems and
cases. The close study and experimentation of models is
giving way to the verification in the field of results and
the production of new advanced interfaces for scientific
visualisation. The lines of research and the research
projects we present concern numerous and different
scientific disciplines: in particular, there have been
significant and important application developments in
research regarding engineering and bioengineering, as
well as in human sciences, physics and chemistry.

The recent upgrading of the massively parallel
computing systems and architecture has provided
researchers at the Consortium with even more
advanced instruments for their work.

For a growing number of European researchers it was
possible to pass periods of study and work at the
Consortium. This allowed them to use the
supercomputing systems within the scope of the
initiative provided for by the European Union IV
Framework to encourage mobility amongst scientific
personnel, with a further extension towards the
countries in the PECO area. The promotion of mobility
and exchanges between European researchers are
projects of great international importance, in which the
Consortium is fully involved. CINECA was therefore
able to further reinforce its role as an advanced centre
for high performance computing. It has also extended
its activities beyond the borders of the national
scientific community to satisfy the demand for
computational technology from the world of European
research.

Mario Lanzarini, Director
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Sommario
In questo lavoro viene descritta una tecnica per la parallelizzazione delle

equazioni di Navier-Stokes incompressibili, tridimensionali, non lineari e time-
dependent sul sistema massicciamente parallelo Cray T3E e vengono presentati
sinteticamente alcuni risultati numerici 3D ottenuti con tale approccio relati-
vamente allo studio dei problemi di instabilità (biforcazioni) che caratterizzano
particolari fenomeni convettivi che si verificano in zone liquide fluttuanti in assenza
di gravità.

Il metodo numerico applicato è lo SMAC (Simplified Marker and Cell) ba-
sato su di una formulazione in variabili primitive delle equazioni. Viene adottato un
approccio ai volumi di controllo in grado di operare su griglie non uniformi.

Il problema viene parallelizzato mediante l’utilizzo di una tecnica di decom-
posizione del dominio (grid-partition strategy). Il codice sviluppato è basato sul-
l'adozione del protocollo MPI (Message Passing Interface) per la comunicazione tra
i diversi processori.

Viene illustrata inoltre la tecnica multisplitting impiegata per la risoluzione
dell’equazione ellittica introdotta dal metodo SMAC la cui efficienza giuoca un
ruolo “critico” in tutto l’algoritmo.

Vengono infine riportate alcune misure di prestazioni realizzate al variare
del numero di PE e della dimensione del problema.

Abstract
The implementation and performance of a parallel spatial direct numerical

simulation of the three-dimensional, incompressible, non linear and time-dependent
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Navier-Stokes equations on the Cray T3E massively parallel computer system are
documented.

The feasibility of using this approach to perform transition studies of Maran-
goni flow in half zone liquid bridges on this computer is examined.

A parallel method for solving the elliptic Navier-Stokes equations for incom-
pressible fluid flows is presented. The parallel implementation strategy is based on
grid-partition.

Message-passing protocol MPI has been coded into the code so that it is
portable to systems that support this interface for interprocessor communications.

The code is based on a 3D Simplified Marker and Cell primitive variable
method applied to a staggered finite-difference grid.

A parallel multisplitting kernel is introduced for the solution of the pseudo-
pressure  elliptic equation which represents the most time-consuming part of the al-
gorithm.

Numerical experiments and parallel performance measurements are made on
the implemented code to check the numerical properties and parallel efficiency.

1. Introduction

The float zone method is an important technique to produce high quality
crystal material. By this containerless method, crystals can be grown with less
contamination, more homogeneity and higher purity. This method is often used in
the terrestrial environment to produce semiconductor materials. During recent
years, float zone crystal growth in a microgravity environment has been proposed
and float-zone related experiments have been conducted during space missions.
The advantages of using float zone crystal growth in space are that it becomes
much easier to grow large crystals, and the compositional inhomogeneities caused
by buoyancy driven convection can be greatly reduced.

However, even in the absence of gravity the presence of free-melt-gas inter-
face can lead to Marangoni convection which can have a decisive effect on the
quality of the crystals. When a liquid-liquid or liquid-gas interface is exposed to a
temperature gradient, a Marangoni flow , surface tension driven or thermocapillary
convection is induced. These gradients give rise to variations in surface tension,
and via viscous shear stresses fluid particles are sent into motion.

Due to the dominance of buoyancy over Marangoni convection on earth in
many applications, this form of natural convection was not paid much attention to
for a long time. However, with the technical feasibility of experiments on board
orbiting spacecrafts and sounding rockets, an increased interest has been directed
towards Marangoni flows.
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At sufficiently low values of the Marangoni number (Ma), the Marangoni
convection in floating liquid columns is laminar, steady and axisymmetrical, but it
has been shown experimentally1,2 that the thermocapillary convection in a model of
half zone liquid bridge can undergo a transition to an unstable, oscillatory and
three-dimensional mode of convection when Ma exceeds a critical value which
depends on the Prandtl number of the liquid and the boundary conditions.

The appearance of any of the flow instabilities described above may lead to
the appearance of undesirable striations in the final crystals.

Numerical simulations are a decisive tool to reduce the number of expensive
space experiments, to plan and facilitate new experimental setups, and to foster the
development of new production techniques. However only few papers have ap-
peared in which the problem was solved through direct numerical solution of the
three-dimensional, non linear and time dependent Navier-Stokes equations.

This lack of 3D numerical results is due to the fact that enormous speed and
memory requirements are necessary for spatial direct numerical simulation because
of the intensive computations that are involved. The study of the three-dimensional
bifurcations of Marangoni flow requires in fact very dense grids and consequently
an enormous number of variables. Coarse grids cannot be used because a low
resolution does not permit to “capture” the instabilities of Maragoni flow. For these
reasons, grid quality and computation speed are “critical factors” for the study of
these problems.

The objective of this work is to develop a parallel and scalable incompressi-
ble flow solver code which can be used for solving a variety of problems related to
the instability of Marangoni flow in half zone liquid bridges.

A Navier-Stokes algorithm for successfully solving these complicated, non-
smooth flow problems must be numerically stable, physically robust and computa-
tionally efficient. Results from numerical experiments in [1] indicate that a SMAC
(Simplified Marker and Cell method) is a promising candidate for simulations of
complex Marangoni flows.

It is important to note that the successful solution of the parallel N-S equa-
tions can only be performed by a complex numerical solution procedure. It is im-

                                                     
1 Chun C.H., West W. (1979), “Experiments on the transition from the steady to the oscillatory Marangoni con-

vection of a floating zone under reduced gravity effect”, Acta Astronautica Vol 6 , 1073-1082
2 Monti R. (1987), “On the onset of the oscillatory regimes in Marangoni flows”, Acta Astronautica Vol 15 No 8 ,

557-560
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portant to optimize simultaneously the numerical so-
lution method, grid generation and domain decompo-
sition introduced by parallel methods. Each of these
three elements has its own unique contribution to the
numerical solution.

2. Physical and mathematical model

2.1 Basic assumptions

The axisymmetric liquid bridge of Fig. 1 is set
between two coaxial disks with prescribed tempera-
ture boundary conditions ( 2/0 TTT ∆±= ), where 0T  is the initial uniform ambi-

ent temperature and ∆T is the applied temperature difference (the overbars denote
dimensional quantities). The geometry is characterized by length L, diameter D and
aspect ratio A = L/D.

The bridge is bounded by a cylindrical liquid-gas interface. This interface is
assumed to be cylindrical and nondeformable (this hypothesis is acceptable if the
zero-g conditions are established).

2.2 Nondimensional field equations and boundary conditions

The flow is governed by the continuity, Navier-Stokes and energy equations,
that in non-dimensional conservative form read :

0=⋅∇ V (1a)

[ ] VVVp
t

V 2Pr ∇+⋅∇−∇−=
∂

∂
(1b)

[ ] TTV
t

T 2∇+⋅∇−=
∂
∂

(1c)

where V, p and T are the non-dimensional velocity, pressure and temperature,  Pr is
the Prandtl number, defined by Pr = ν/α (ν is the kinematic viscosity and α the
thermal diffusivity). The non-dimensional form results from scaling the cylindrical
co-ordinates (r,z) by the axial distance between the circular disks (L) and the ve-
locity components (u, v, Vϕ) by the energy diffusion velocity Vα = α/L; the scales
for time and pressure are, respectively, L2/α and ρα2/L2. The temperature, meas-
ured with respect the initial temperature 0T , is scaled by  (∆T).

Figure 1 scheme of the
liquid bridge
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For  t > 0, the boundary conditions on the rigid disks are the no-slip condi-
tion and the temperature conditions. The boundary conditions on the cylindrical
free surface (0 ≤ z ≤ 1; 0 ≤ ϕ ≤ 2π) are the kinematic condition of stream surface
(zero normal velocity), the Marangoni conditions (where the reference Marangoni
number Mar is defined as Mar = σT(∆T)L/µα) and the adiabatic condition.

3. Numerical solution

Equations (1) subjected to the initial and boundary conditions were solved
numerically in cylindrical co-ordinates in primitive variables by a control volume
method. The domain was discretized with a non uniform but structured axisymmet-
ric mesh and the flow field variables defined over a staggered grid.

The finite volume approach relies directly on the application of the integral
form of balance laws.  For this reason, the conservation laws were written for an
arbitrary spatial domain Ω bounded by a surface ∂Ω (since the collocation of the
variables on the grid is staggered, each variable is characterized by a different con-
trol volume). Integrating over the generic control volume and using the Gauss theo-
rem to transform volume integrals in surface integrals, the equations read
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3.1 Numerical method

The SMAC method3,4,5 is a type of operator-splitting method which sepa-
rates the solutions of velocity and pressure fields with an iterative procedure. In
particular, at each time step, the momentum equations are solved first for an inter-
mediate velocity field without the knowledge of a correct pressure field and there-
fore no incompressibility condition is enforced. The intermediate velocity field is
then corrected by a second step in which the pressure equation is solved and then
the computed pressure is used to produce a divergence-free velocity field.

The SMAC method proceeds as a type of fractional step method by first
writing the momentum equation in an equivalent form and then updating the ve-
locity field using the computed pressure field to account for continuity.

The computation of the velocity field at each time step has been split into
two substeps.

 In the first, an approximate velocity field V* corresponding to the correct
vorticity of the field, but with ∇⋅V* ≠ 0, is computed at time (n+1) neglecting the
pressure gradient in the momentum equation, i.e.,

[ ] [ ]
n
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In the second substep, the pressure field is computed by solving a Poisson
equation resulting from the divergence of the momentum equation with the help of
the continuity equation:
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Finally, the velocity field is updated using the computed pressure field to ac-
count for continuity:

nptVV n ∇∆−=+ *1 (5)

                                                     
3 Fletcher C.A.J., “Computational techniques for fluid-dynamics”, (Springer Verlag, Berlin, 1991)
4 Hirsch C. (1994) : “Numerical computations for internal and external flows”, John Wiley and sons
5 Poinsot C., Lele P. (1992), “Boundary conditions for Navier-Stokes”, Journal of Computational Physics Vol

101, 104-129
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The temperature field at time (n+1) is obtained from eq. (2e) after the calcu-
lation of the velocity.

The method involves hence the solution of four parabolic equations (three
from momentum equation plus the energy equation) and of the elliptic equation (4).

4 Parallel implementation of the three-dimensional Navier-
Stokes equations

In this paper, since Cray T3E is a distributed memory system the message
passing philosophy has been adopted.

In this section the various data-distribution options available for implemen-
tation in the three-dimensional code on a parallel machine are discussed, and the
data distribution used in this application is outlined. First the parallelization of the
parabolic equations involved in the computation is described.

4.1 Domain decomposition

The parallelization approach employed is based on domain decomposition.
The computational domain is split into sub-blocks.

When domain decomposition is used, it may produce a large number of in-
dependent blocks (or subdomains). Within each subdomain the parabolic equations
are solved. Since in solving the parabolic equations an explicit in time scheme has
been employed, at each step each domain can be considered completely independ-
ent of its neighboring domains, parallelism simply being achieved by introducing a
new boundary condition, denoted as inter-block or inter-domain boundary condi-
tion.

When the solution domain is subdivided into a set of blocks and message
passing is used, all that is necessary is the collection of blocks and their connec-
tivities. Each processor works with one of these blocks, and exchanges data across
the boundaries of the blocks.

4.2 Data mapping

The basic approach adopted in this paper is that the complex geometry of the
solution domain is partitioned into a number N of smaller domains, each topologi-
cally equivalent to a simple domain such as a cylinder:  This partition comes from
the grid-generation process, based on the geometry and topology of the solution
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domain, optimization of grid qual-
ity, and a priori knowledge of the
investigator about the flow field.

Hereafter p denotes the
number of processor available on
the parallel machine, and
Nz,Nr,Nϕ denote the number of
data items (i.e. grid points) in the
axial, radial and azimuthal direc-
tions.

The three dimensional data
are partitioned into Nz two dimen-
sional planes of NrNϕ data items each. The first Nz/p planes are mapped to proces-
sor P0 , the next Nz/p planes are mapped to processor P1 and so on. An example of
this mapping is shown in Fig.2 .

The blocks to processors have been distributed in order to produce an equal
number of gridpoints per processor.

The solution domain consists of a connected set of logically axisymmetric
blocks in three dimensional space. Each block has at most two neighbor blocks,
although some at physical boundaries have fewer neighbors. In fact interior blocks
have two neighboring blocks, whereas those at the physical boundary only have
one neighbor.

4.3 Interprocessor Communication

The global computational grid is partitioned and distributed to a logical net-
work of processors; message exchanges are performed for grid points lying on
“partition boundary-layers” (whose thickness is usually dictated by the numerical
schemes used) to ensure a correct implementation of the sequential numerical algo-
rithms on the global computational grid.

To implement the numerical schemes and the SMAC method on a parti-
tioned grid, the code need to exchange data which are close to the “partition
boundaries” of each subgrid local to a certain processor.

Each processor contains a rectangular subgrid surrounded by some “ghost
grid points” which are duplicates of grid points contained in other processors, as
shown in Fig.3.

  

Figure 2 Computational domain and grid parti-
tion
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In addition to the block of
data owned by each processor,
there are two surrounding layers of
“ghost” points. These ghost points
are updated by the message-
passing phase of the calculation,
and provide data continuity from
the neighbor block for the compu-
tation. There is one layer of these
ghost points because of the nature
of the solution scheme used by the
code.

The code is implemented
with an extremely simple message-
passing model, consisting of only
send and receive. The simplicity of this model implies easy portability. The mes-
sage-passing is written in MPI, ensuring portability.

4.4 Numerical algorithm

Since the numerical scheme used for the solution of the parabolic equations
is explicit in time (i.e. each variable can be calculated as a function of the values
evaluated at the preceding instant and disposed in a certain "neighbor" of the con-
sidered grid point), the code is based on the following sequence of operations for
each processor and for each parabolic equation:

1. Exchange data lying on partition boundaries;
2. Perform processing on all local grid points.

Each processor computes with the data of its block independent of the oth-
ers, then exchanges data with its neighboring blocks. The exchange consists of
sending messages to each of the neighbor blocks, where the size of each message is
proportional to the number of grid points on the common face. The processor then
waits to receive the corresponding messages from the neighbor processors, and
when these are received, the cycle starts again with the computation phase.

The code runs in loosely synchronous cycles of computation followed by
data exchange across the faces of the blocks.

CPU i-1 CPU i CPU i+1ghost
cell

z

send
recv

send
recv

ghost
cell

send
recv

send
recv

Figure 3 Data exchanges between neigh-boring
processors. The data lying in partition
boundary-layers in each processor are sent
out which is stored in the blocks for ghost
grid points in the neighboring processors.
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4.5 Program organization

The code has been written entirely in FORTRAN 90, making full use of the
advanced concepts provided by the language, such as dynamic data structures and
pointers. Thus a much more compact, well-structured, and maintainable code has
been obtained.

Storages for all grid variables are allocated at run time. This strategy of dy-
namic memory allocation offers a greater flexibility in data structure manipulations
and more efficient use of memory than a static memory allocation, and the user is
also alleviated from the burden of calculating storage requirements.

After initialization of the problem to be solved and some algorithm parame-
ters, a preprocessing routine is called. The preprocessing routine constructs the set
of nested grids and the corresponding set of logical processor meshes.

The numerical solution proceeds in 3 major stages:

1
3 4

5

6

7

78

8

9

10
10

11

11 11

12

12

13 1516

Level T
20 18.10
19 16.19
18 14.29
17 12.38
16 10.48
15 8.57
14 6.67
13 4.76
12 2.86
11 0.95
10 -0.95
9 -2.86
8 -4.76
7 -6.67
6 -8.57
5 -10.48
4 -12.38
3 -14.29
2 -16.19
1 -18.10

Figure 4 Temperature distribution at ϕ = 90 Figure 5 Velocity field at ϕ = 90
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Figure 6 Temperature distribution at
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Figure 7 Velocity field at z = 0.75
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1. Topology: Perform domain decomposition of the solution domain.
2. Grid generation: Create a high-quality grid within each domain. Spatial

discretization reduces the N-S equations to a set of Partial Differential
equations.

3. Explicit Solution: Advance explicitly in time by using SMAC method.

In the code parallel operation is controlled by means of FORTRAN language
extension and special library subroutines (mpi_send, mpi_recv, mpi_barrier).

4.6 The elliptic equation and the multisplitting technique

The efficiency of the numerical solution of the pseudo-pressure equation in-
troduced by the SMAC method, is of paramount importance in unsteady 3D, in-
compressible flow simulations.

Over the years, many methods for solving the linear problems have been de-
veloped. In particular, much attention has recently been paid on the class of itera-
tive methods called the splitting method, which is an extension of the matrix split-
ting method for solving a system of linear equations such as Jacobi, Gauss-Seidel
and SOR methods. Furthermore, as a method for solving a system of linear equa-
tions, O’Leary and White6 have proposed a parallel iterative method called the
multisplitting method.  Classical iterative methods are based on a single splitting of
the system matrix. Multisplitting generalize the splitting to take advantage of the
computational capabilities of parallel computers.

It is based on the following steps:
1. Communicate values near partition boundaries to the neighboring processors
2. Calculate Pijk over each subdomain using SOR
3. Synchronization
4. Test for convergence locally
5. Communicate convergence result to all processors

The method can be seen as a Jacobi method from a global point of view
(each processors does not “see” the values computed by the others processors until
each iterative step has been completed) and as a SOR method from a “local” point
of view (each processor can use a SOR method over the variables stored in its local
memory).

                                                     

6 O’Leary D. P., White R.E, (1985), “Multisplitting of matrices and parallel solution of linear systems”, SIAM J.
Alg. Disc. Meth., 6, 630-640
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5 Marangoni flow bifurcation: some examples of results

In this section for illustrative purposes the numerical results obtained using
the parallel code are shown for only one (but non smooth) problem.

A very high Prandtl number liquid is considered (Pr = 74). The liquid bridge
has aspect ratio A = L/D = 1 and the Marangoni number is Ma = 1.6⋅105 (corre-
sponding to an applied temperature difference ∆T = 40 K).

The numerical simulations pointed out that, according to previous stability
analyses, for large Prandtl number the onset of instability of the axisymmetric basic
state may be described by the Hopf bifurcation theory. When the critical tempera-
ture difference between the supporting disks is  exceeded, the spatial symmetry of
the flow breaks and a transient unsteady phase develops until a stable supercritical
oscillatory three-dimensional state is reached.
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Figure 8 Axial velocity component at
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Figure 11 Temperature disturbances on
the liquid bridge surface
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In Figs. 4 and 5 the temperature field and
the velocity field are shown in the meridian
plane ϕ = π/2. The temperature and velocity
distributions in a section orthogonal to the
symmetry axis of the liquid zone are shown in
Figs. 6,7,8,9,10. Fig. 11 shows the temperature
disturbances on the free surface of the liquid
bridge (the disturbances induced by the insta-
bility have been obtained by subtracting the
axisymmetric 2D basic flow from the numeri-
cally computed three-dimensional time-
dependent solution ).

6 Parallel performance

The Cray T3E supercomputer has 128 DEC Alpha 21164 processors. The
network topology is 3D Torus (480 Mbyte/sec payload bandwidth through each
one of the 6 torus directions). The clock cycle 3.33 is nsec. The memory is 16
Mword (64bits) per Processor (2 Gword global memory) and the peak performance
is 76.8 GigaFLOPS. The parallel performance of an application code is usually
judged by two measurements: speed-up and scaling.

The Speed Up parameter  is defined as Sp =T(1)/T(p) where T(p) is the time
required by the algorithm to perform the computations versus the number of proc-
essors employed.

T(p) may be expressed as the sum of the time required for the serial opera-
tions (operations which cannot be executed in parallel mode, e.g. input/output op-
erations) plus the time required for the “true” computations on each processor Tp
and the communication overhead To:
T(p) =Ts+TP+TO. Typically TO and TP are com-
bined in a single non-dimensional parameter
known as the communication cost  c = TO/TP.

The speed up function is shown in Fig.
12. It can be seen that the speed up for a fixed
problem size (i.e for a fixed grid) increases
when the number of processors employed is in-
creased and for a fixed number of PEs increases
when the dimension of the problem is in-
creased.
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Figure 12 Speed Up obtained on
Cray T3E
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Although a nice speed-up can be obtained for many applications with a small
number of processors, the reduction in CPU time often diminishes rapidly as the
number of processors used exceeds some threshold. This phenomenon is largely
inevitable because as the number of processors used increases for a fixed problem
size, the local communication cost will eventually become dominant over the local
computation cost after a certain stage. This high ratio of communication to com-
putation makes the influence of a further reduction in the local computation very
small on the overall cost of running the application.

The parallel efficiency of a parallel code is largely determined by the ratio of
local computations over interprocessor communications. For the code presented in
this paper, the best parallel efficiency is achieved on the finest grid, where the
communication overhead could be easily dominated by a large amount of compu-
tations, and the parallel efficiency degrades as the grid gets coarser. One way to
hide communication overhead and thus improve parallel efficiency on all grids is to
overlap communications with computations.

In each case, the computational cost is proportional to the number of grid-
points, and the communication overhead is proportional to the number of grid-
points associated with the boundary of the sub-domains. Thus the communication
cost To/Tp of the code is proportional to the surface area to volume ratio for a
processor; and also proportional to the ratio of the amount of communication per
boundary gridpoint, to the amount of work (flops) per internal gridpoint. The com-
putation cost scales as O(Nr⋅Nϕ⋅Nz/p), where Nz, Nr and Nϕ are the number of grid
points and p the number of processors used, whereas the communication overhead
scales as O(Nr⋅Nϕ⋅); thus the communication cost scales as O(p/Nz) (see Fig. 13).

7 Conclusions

This paper reports and describes the main ideas of a novel numerical solu-
tion strategy to solve the 3D incompressible N-S equations for the study of the
three-dimensional bifurcations of Marangoni flows in axisymmetric geometries on
a massively parallel supercomputer system.

The feasibility of using this approach to perform transition studies of Maran-
goni flow in half zone liquid bridges on the CRAY T3E supercomputer has been
stated. The results indicate that the non linear equations governing the behaviour of
Marangoni flows can effectively be parallelized on a distributed-memory parallel
machine by remapping the distributed data structure.
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A parallel method for solving the elliptic Navier-Stokes equations for in-
compressible fluid flows has been presented.  A parallel, explicit in time algorithm
for solving the parabolic equations and a parallel multisplitting elliptic kernel are
described. The approach adopted in this paper in parallel implementation of the
multisplitting method and for the solutions of the parabolic equations for the tem-
perature and velocity fields, is grid partition.
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