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Abstract 

Instrumentation panel readouts are one of many types of paper documents which are still in regular 

use as part of the operation of nuclear power plants. In order to utilise the information held in these 

documents, they must be converted into a digital format. This is currently performed manually, 

but could be improved by automation. For some classes of documents, this problem can be solved 

easily by the direct application of existing techniques, but in order to begin generalising to many 

classes of documents without creating a bespoke solution for each, a new approach is required. In 

this work, we present a case study on digitising instrumentation panel readouts, and show how this 

template-based method might be generalised to additional classes of document. By taking this 

approach, a user can easily turn a single well-formed instance of a document into a template which 

can be matched on to other instances to perform or shortcut the segmentation process. This work 

shows how this class of document can be digitised from start to finish, and presents a step towards 

being able to digitise more complex document formats such as engineering drawings, while 

reducing data entry in the short term.  

1. Introduction 

As many nuclear power plants have been in continuous operation for several decades, they were 

originally designed with analogue Instrumentation & Control (I&C) systems. In the course of 

modernisation, digital systems have been introduced incrementally rather than monolithically, 

and as such there are many analogue systems still in place, which are limited in the ways they 

can be interfaced with. As a result, some processes which intuitively seem like they should be 

simple can often have multiple stages to them. The utilisation of Instrumentation Panel Readouts 

(IPR) for reactor simulations are a good example of such a process.  

Simulations require input from operation plant parameters. In an ideal case of a fully integrated 

digital I&C system, these parameters might be recorded and transferred to the simulation 

directly, but instead the best available option is to generate paper printouts of the readout, such as 

in the example shown in Figure 1. These are generated on site, scanned, collated and then 

emailed to be have the parameters manually entered into the simulation. 
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This process could benefit from refinement, but the early stages of printouts and scanning - 

which would have the highest impact on the throughput of data - are limited by the analogue 

systems on which they rely. A refinement then of the manually intensive data entry part of the 

process would be potentially impactful, but must not compromise the reliability of the data. 

Additionally, while this is the output format of one form of IPR, other closely related classes of 

document, and even other instances of the same document from different sources, have different 

layouts and combinations of graphics with textual data. It is desirable then to attempt to solve 

this problem in such a way that the solution devised for this class of document is as transferrable 

as possible to others that may be of interest, and to maintain a degree of modularity which will 

allow this solution to be applied elsewhere in the future. By examining the current state of the 

Document Digitisation landscape, and incorporating a view inspired by Human-in-the-loop 

Artificial Intelligence systems, a new method for approaching this problem is proposed. 

2. Background 

2.1 Document Digitisation 

Document digitisation is a very mature topic in academic literature; for as long as computer 

systems have seen industrial use there has been interest in capturing knowledge that is held in 

paper documents and being able to process it [1]. This refers to the problem of turning an image 

of a paper document, in part or whole, into useful data which can be processed or traversed by a 

computer [2]. The advantages of this include the ability to directly pipe data into subsequent data 

processing applications, such as the simulations mentioned previously, or to allow users to 

access this data more quickly by indexing or formatting information for ease of traversal. In the 

Figure 1 Sample Instrumentation Panel Readout 
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nuclear power industry, some work has already been done on digitisation of specific classes of 

document, such as civil engineering structural documents [3]. 

While the terminology has varied, in all applications there are two major steps to the digitisation 

process [4]. The first stage is a layout analysis or segmentation stage, wherein the document is 

divided into regions and these regions are classified as being of a specific format, such as text, 

images, diagrams or other document specific classes.  

This is followed by a translation stage, which turns these regions into useful information by the 

application of more specific subsystems tailored to digitise different data types, with the most 

obvious example being Optical Character Recognition (OCR) for text. This step of the process is 

now very advanced, and there is a high level of crossover with other fields of research such as 

computer vision, as well as a great deal of research being done to build increasingly refined 

classifiers.  

While this step is extremely important, it will not be the focus of this work, which will instead be 

on making the process of applying these mature techniques to new classes of document quicker 

and easier by allowing the user to more easily interface with the layout and segmentation of a 

document.  

2.2 Layout Analysis 

In some primarily textual documents, layout analysis can be largely ignored. Modern OCR tools 

such as Tesseract [5] are sufficiently advanced that, as long as the textual and non-textual parts 

of a document are clearly separated and the text is well formed and oriented correctly, an off-the-

shelf solution can be applied directly to them and perform well, due in part to the added benefit 

of performing textual analysis on the completed corpus and being able to identify words which 

might have been misread. In many cases however, tables and images can look enough like text to 

interfere with the output of simple OCR systems. Aside from this, in many cases of digitisation, 

the layout within the document is directly relevant to the information being extracted, and the 

removal of such context makes the output less useful than the original document. In cases such 

as these, the layout analysis step is just as important as the actual translation of information, if 

not more so.  

Layout analysis and segmentation can be approached in two broad ways. The first of these being 

the careful digitisation of highly variable documents. Examples of these include documents of 

historical significance, or from fields where mistakes are extremely costly [6], [7]. This is 

generally a more bespoke process, where many tools are used to analyse a document and create a 

custom layout for that class of document which can only be applied to very similar instances of 

the same class.  

This family of approaches is slow and inefficient, requiring a user with knowledge of the 

digitisation process, as well as a working understanding of the document being digitised, to 

spend time analysing and segmenting each document. It results in a carefully segmented 

document with few, if any, mistakes being passed to the translation step, but also has very 

limited capability for transferring work done to similar classes of document, beyond the expertise 

gained by the user. In addition, the manually intensive nature of this process means that large 
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amounts of data are not well suited to digitisation, even when documents are extremely similar to 

one another.  

The second approach is to apply intelligent classification tools at the layout analysis. By creating 

classifiers that detect features characteristic of a region, it is possible to automatically identify 

them to analyse the layout of a document. This works especially well on extremely generic 

formats, such as reports and books, where the majority of the document is textual [8]. In these, 

there is a clear separation of blocks allocated to non-textual data, such as figures or images 

which are unlikely to need further processing but are instead simply identified and saved. The 

majority of such documents are in the form of prose text, which can be processed easily. Since 

such documents are ubiquitous across industries, these tools are extremely transferrable, and can 

be applied to new, similar classes of documents with relative ease. While the accuracy will not 

be as high utilising this process, the speed at which documents can be digitised can outweigh this 

in many circumstances. 

This approach is less effective on document classes which are less generic, or which have more 

of a mixture of textual and graphical data, such as IPRs or Engineering Drawings. Even for these 

types of document, it is possible to utilise this automatic segmentation approach, but it requires 

additional steps which increase the complexity of the operation.  

Many instances must be analysed to create a generic view of the class of document, specifying 

what types of region might appear and where those regions might appear in the layout. 

Automatic identifiers must be devised for each of these types of regions, and while some may be 

transferrable from other classes of document, some will have to be designed for the new 

application. This means that for a given class of document, a great deal of initial design work is 

required, and to transfer this work to a new class means beginning the process again.  

To improve this workflow and allow mixed graphical and textual documents to be digitised, we 

propose a hybrid dynamic templating approach. Using such an approach, a user without detailed 

knowledge of the digitisation process can make meaningful strides towards creating a template 

for a new class of document, and get useful results straight away with as little investment of time 

or design work as is feasible. 

2.3 Human-in-the-loop Systems 

In applications areas such as the nuclear power industry, the reliability of a system is of 

paramount concern.  Systems whose output cannot be guaranteed to be effective at all times are 

risky to deploy in fields where the cost of failure is high, and so Artificial Intelligence systems 

are often supervised by a human, negating much of the benefit in speed and employee-time cost 

of deploying such a system. This restriction takes on a different light however by viewing the 

presence of the human supervisor not as an auditor, but as a part of the system. By leveraging the 

human expertise as part of a feedback loop to continuously improve the AI system. Human-in-

the-loop (HITL) systems are those where there is continuous interaction between an AI system 

and a human operator in order to accomplish a task more quickly or effectively than either could 

alone[9].  

HITL has already been applied to the process of augmenting the design process of complex 

systems in HELIX[10], a human AI interaction tool which allows for the rapid design and 
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iteration of AI system design. This process is very similar at this level to the problem of 

document digitisation, with a user skilled in an application area but not in the technical discipline 

at hand able to design complex tools using their domain knowledge is an extremely useful idea to 

this problem. HELIX approaches this by providing the user with graphical tools to assist with 

visualisation and interaction, and allows all HELIX systems to work to a similar interface for 

rapid iteration across many domains. These ideas will all be transferrable when considering how 

the user should be positioned within the proposed templating approach. 

3. Dynamic Templating Approach 

To digitise IPR and other documents, the high-level structure shown in Figure 2 is proposed. The 

user generates a simple template, as will be elaborated on in Section 3.1, by using a graphical 

toolset on a single instance of the class of document they are attempting to digitise. The template 

amounts to a segmentation of the document into labelled blocks with specific types.  

These blocks are used to match the template onto other candidate members of the class using the 

method explained in Section 3.2, before passing the identified features to type specific 

translation modules to be converted into useful data while keeping it in the context it originally 

arose from, allowing it to be utilised for all manner of subsequent applications.  

To transfer these ideas to another class of document, the user needs only create a template for the 

new type of document. Some information, templates, and other developed modules might be 

transferrable onto the new class, but a new bespoke system design is not required. 

3.1 Generation of Templates 

To allow a user to generate a template quickly and easily, we present them a view on the 

document which allows them to interact with it using intuitive graphical tools. The primary 

method of interaction is to draw a box around a region, then flag the type of that region and give 

it a name. The coordinates and sizes of regions will be retained, which allows processing to be 

performed based on a region’s relative location to another. Figure 3 shows the same example 

from Figure 1, marked up as a template in the way described here. 

The primary types are textual, which by default feeds into OCR for translation, and graphical, 

which will be saved as is. Regions can also be denoted as being “anchors”, meaning that they are 

expected to be the same across all instances of the class, and can therefore be used to attempt to 

map the template to more difficult instances, such as those which have been scanned badly and 

ended up askew, or are otherwise distorted. In the example of the IPRs, the lines surrounding 

each zone readout would be useful anchors, as would the title text “ZONE VALUES IN %”, as 

they are presented in the same way on all examples of the class. Any document which does not 

have features which match with a reasonable degree of certainty onto these anchors is likely to 

be either severely distorted, or of a different class. 
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The user can denote a region with a custom type name, allowing them to flag a more complex 

region which may need a bespoke classifier to process. A simple example might be the three 

vertical bars in each of the zones of the IPR, for which any of a number of simple image 

processing steps might be taken to return a percentage filled. In cases where a custom region 

contains critical information, there will be no easy way to circumvent the development of a 

bespoke matcher, but by allowing it to be flagged for later consideration, and capturing the 

coordinates within the template, this can be delayed while still partially digitising the document 

immediately. 

It is also possible to denote a region as being a self-contained reproducible unit within the 

document. In the continuing IPR example, each zone block can be processed using a single 

template, and the IPR template can consist of 14 of these. This means that in addition to their 

position within the document as a whole, it is also possible to examine features within a sub-

region and compare them against each other. It also makes it easier to create bespoke classifiers 

for these regions if required, since there will be many more labelled examples of them. 

Figure 2 Overview of Templating Approach 
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The user should also be able to denote data ranges and relationships between multiple data points 

within a document in order to allow for cross validation and confidence metrics to be reported on 

the final digitised output. For example, in the IPR, each number in a zone is a percentage, so if 

the OCR module outputs something other than a number between 0 and 100, this can be flagged 

as a likely fault. In addition, each percentage is next to a bar which serves as an approximate 

graphical representation of it, meaning that if these two figures are not within a small range of 

each other, it likely means one was misread, lowering confidence in the translation. 

3.2 Matching Templates 

Once the user has marked up a complete instance of a document, an attempt can be made to 

match that template onto another instance. Each region flagged during the template generation 

process will have some method for identifying candidate matches to that region. In cases such as 

text fields and commonly reoccurring images, these are often the same or similar to their 

translation step. Many common image processing methods are also excellent at matching 

instances of the same graphic. These identifiers also have associated statistics on how sensitive 

they are (how often they activate, regardless of the quality of output), and how accurate they are, 

recorded from previous attempts to identify the feature. Beginning with the highest accuracy 

detectable features, which are usually but not always anchors, an attempt is made to match the 

document onto its template, by searching the approximate region for a feature match, moving 

gradually out if nothing is found. 

Figure 3 Marked up template 
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In the event that none of the high impact features are identified, they may also be attempted with 

several skewing, dilation and rotation filters applied to the image. Anchors, being constant 

between documents, are especially useful at this stage; a distortion which causes an anchor to be 

identified is likely to be close to the reverse of the distortion on the actual image.  

Once several features are identified, their relative positioning is used to create a coordinate map 

of the matched document relative to the template, which allows features which are less consistent 

to be identified. A feature, for example with only a 30% accuracy metric but which has been 

flagged as a match in the correct location is much more likely to be correct than one flagged 

elsewhere.  

In the event that some features still fail to be matched, the document is flagged as requiring user 

input. By flagging new instances of the unmatched features, and taking the opportunity to 

approve the matches which were done successfully and flag failures, the feature detectors can 

consistently improve over time. 

Once the document, either by successful matching or by user intervention, is fully marked up, 

each of the features are passed to the appropriate translation module. Any additional cross 

validation steps can be performed, asking for user validation in cases where confidence is still 

low. With this completed, the document has been fully digitised.  

This work is still in an early stage of development, and while the template generation and simple 

matching techniques have performed well as a proof of concept on three document classes with 

manual intervention, testing of many documents, across more than three classes will require a 

more fully featured implementation. In particular, testing at scale would require that the system 

can digitise documents start to finish, with the modules directly passing information between 

themselves rather than being separate functional units as they currently are.  

Since the focus of this work is on segmentation, treating the translational modules as self 

contained, the actual output of these translation units is not particularly helpful in evaluating the 

performance of the method. Instead, the most relevant way to verify the performance will be to 

start by labelling a collection of documents with the class they belong to, and then having the 

system attempt to match them on to their template, and reporting its success rate. With a large 

collection of documents across several classes, it should be possible to demonstrate statistics on 

the overall performance of the system.  

4. Conclusions 

This work presented a view on a technique which allows a user to begin to digitise new 

documents, starting from no analysis having been performed, with a particular emphasis on 

Instrumentation Panel Readouts, of which many are read and manually copied each day. This 

technique incorporates a hybridisation of manual and intelligent segmentation, together with 

inspiration from human-in-the-loop AI systems to balance performance, ease of use and 

scalability. In the short term, this work allows the user to minimise a manually intensive data 

entry task by allowing them to take steps towards the development of an automatic digitisation 

solution, without needing to study digitisation at length and take significant development time. 

By allowing the user to create a general template, we allow them to quickly and easily undertake 

what might otherwise be the initial design and analysis step, leveraging their domain knowledge 
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in a way that might previously have required detailed knowledge capture discussions between 

user and developer. By keeping the templating system intuitive and graphical, we minimise the 

effort required for a new user to get started with digitisation, and allow them to get useful results 

straight away. In many cases, this may immediately result in the desired information being 

extracted, but even when it does not, the templating structure allows the user to implicitly flag 

those parts of the process which might require additional development. 

In addition, by digitising many document classes over time with the same approach, we 

maximise the chance that development work done for one class of document might have 

significant crossover with another, thereby decreasing potential work in the future without 

additional development time on the current project. 

4.1 Future Work and Additional Applications 

This work presents a foundation in the template-based digitisation approach that will eventually 

be applied as a piece of a larger framework for human in the loop document digitisation [11]. Of 

particular interest going forward will be classes of documents which present significant 

additional design considerations, such as Engineering Drawings. These complex documents have 

their own rich libraries of symbols, connections and embedded information which make many 

document digitisation approaches difficult.  

While a great deal of work is done on documents like these already, much of the focus is on the 

translation step, building better classifiers for individual low-level components of the document 

[12], while this work focuses more on high level structure and segmentation. Additionally, the 

existing body of work is fairly specific to individual types of drawing which have rich datasets 

available, and transferring this work to other classes of drawings is still extremely difficult. This 

method will present a significant step in deploying digitisation systems which are able to adapt to 

new classes of document, while being able to leverage existing research for the significant 

performance advances in translation that have been made already. 
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