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13.1 Introduction-- Vision and Challenges 

Big-data analytics hosted by Cloud clusters are becoming more data-intensive and 

computation-intensive, mainly due to development in Artificial Intelligence （AI） applications. 

High Performance Computing (HPC) systems are often used to execute large-scale programs, 

such as programs performing engineering, scientific or financial simulations that demand low 

latency and high throughput. By taking advantage of HPC systems, AI applications have the 

potential to achieve better performance compared to that on Cloud. In general, an AI 

application incorporates a complex list of software and therefore its user needs flexibility to 

customize the working environment. However, HPC systems, supporting multi-tenant 

environments, typically provide complete stacks of software packages and often do not allow 

user customization in contrast to Cloud systems. Containerization could offer a solution for 

provisioning flexible execution environments for AI applications on HPC clusters. 

 

Containerization is a virtualization technology. Rather than simulating a holistic Operating 

System (OS) as in a Virtual Machine (VM), a container only shares its host OS and utilizes its 
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dependencies. Typically, one container encapsulates one application and the corresponding 

libraries and configurations in an isolated environment thus enabling compatibility and 

portability. A container is booted by its host as a process, hence the start-up time of a container 

is similar to a native application [1–7]. Deployment of containers should focus on environment 

compatibility on HPC clusters, where a heavy stack of software packages is included, making 

the size of containers relatively large. Per contra, containers on Cloud, which are dedicated to 

run micro-services [8], are more light-weight.  

 

Applications on Cloud are often hosted in containerized environments. Jobs on a Cloud cluster 

are often managed by a container orchestrator, such as Kubernetes [9] which is one of the most 

popular container orchestrators. An HPC cluster is usually controlled by a workload manager, 

e.g., TORQUE [10] or SLURM [11]. Typical HPC jobs are large workloads whose execution 

time is often fixed. Whereas jobs on Kubernetes are often small programs that run continuously 

to provide services. An HPC workload manager lacks its efficiency in micro-service supports 

and deeply-integrated container management in which a container orchestrator manifests its 

advantages. Nevertheless, a container orchestrator on its own cannot address all the 

requirements of HPC systems, thereby cannot replace the existing HPC workload manager.  

 

The EU-founded research project CYBELE 1  enables convergence of HPC and Cloud 

technologies being applied in the domain of agriculture that has become a trending field for AI 

applications. The Cloud clusters host long-running service applications that supply 

straightforward graphic interfaces for designing application pipelines and workflows as 

presented in Chapter 13. The applications that require intensive computation or fast-data access 

                                                 

1 CYBELE: Fostering Precision Agriculture and Livestock Farming through Secure Access to Large-Scale 

HPC-Enabled Virtual Industrial Experimentation Environment Empowering Scalable Big Data Analytics. 

https://www.cybele-project.eu/ 
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are scheduled for execution on HPC clusters where program performance can be significantly 

enhanced. In this chapter, a hybrid architecture that enables the synergy of TORQUE or 

SLURM managed HPC systems and Kubernetes managed Cloud systems is given. Two use 

cases are detailed in order to illustrate how this architecture can be beneficial to AI applications 

and how AI applications should be adapted in order to scale on HPC systems.  

 

13.2  Background 

Agriculture is the basis of every economy worldwide [12]. In recent years, AI technologies 

have been applied in various domains of agriculture, such as crop yield prediction, disease 

detection, soil content sensing and crop monitoring, to better understand growth of crops and 

improve production efficiency [13]. Monitoring data about crops automatically collected by 

sensors or satellites, such as the images of fields, can be continuously processed by AI 

applications, and when a problem pattern is recognised, the applications can recommend 

immediate actions to tackle the issue [14]. Pattern recognition [15] is one of the most 

important technologies in AI and it is the underlying technology of many decision-support 

systems that help farmers optimize their production. 

 

13.2.1 AI in Big Data Analytics on Cloud 

Advancement of Machine Learning (ML) and Deep Learning (DL) has brought more 

accurate solutions to applications and enhances application performance significantly. 

ML/DL models have been implemented by industry and academia in Cloud clusters, where 

large datasets are crunched and algorithms are trained, thus allowing efficient scaling at a low 

cost.  

 

Different parallelization algorithms and strategies have been developed in DL, where the 
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three predominant parallelization methods are commonly adopted, namely data parallelism, 

model parallelism and pipeline parallelism [16]. In data parallelism, each device in the 

cluster loads an identical copy of the DL model, and the whole training dataset is split into 

non-overlapping chunks which are fed into the model replicas of each device. Each model 

replica is trained on the data chunks, and the model parameters from different devices are 

synchronized after each step. However, when the model becomes too complicated and 

involves a large number of parameters, synchronization of the parameters on model replicas 

often becomes the bottleneck [17]. In contrast to data parallelism, model parallelism splits the 

model and each device loads a part of the model. The input is first fed to the device which 

holds the input layer, and subsequently its output is passed to the device that holds the next 

layer in the forward pass [18]. In the backpropagation [18] phase, the gradients are computed 

starting from the device which holds the output layer of the DL model, then this change is 

consequently passed to the previous layers. In theory, model parallelism could solve the 

problem raised in data parallelism. In practice, heavy communication among different 

devices is the bottleneck. Pipeline parallelism was thereby proposed. It combines both data 

parallelism and model parallelism, where not only the model is split into different devices, 

but also the dataset is fractured into chunks. This methodology is commonly adopted by most 

DL frameworks or libraries e.g., TensorFlow [19], PyTorch [20]. In addition to the types of 

parallelism supported by the above DL parallel frameworks, Apache Spark [21], as unified 

analytic engine, is widely used for large-scale data processing and provides high-level APIs 

helping users create and tune practical ML pipelines 2. 

 

Computing resources and applications on Cloud are managed by orchestrators. Kubernetes 

                                                 

2 A ML pipeline is a workflow running a sequence of algorithms to process and learn from data. 



CHAPTER 13 

  

[9], as the trending container orchestrators, is based on a highly modular architecture that 

abstracts the underlying infrastructure and allows internal customization, such as deployment 

of different software defined network or storage solutions. It includes a powerful set of tools 

to control the life cycle of applications, e.g., parameterized redeployment in case of failures, 

state management, etc. It also supports various big-data frameworks (e.g., Apache Spark, 

Hadoop MapReduce [22] and Kafka [23]) and can be connected with Ansible [24] which is a 

popular software orchestration tool in Cloud clusters.  

 

13.2.2 AI on HPC Systems 

Compared to Cloud systems, HPC systems show the advantages in computational power, 

storage and security [25] . Exploiting HPC infrastructures for ML and DL training is 

becoming a topic of increasing importance [26]. AI applications are usually developed with 

high level scripting languages or frameworks, e.g., TensorFlow [19],  and PyTorch [20], 

which often require connections to external systems to download a list of open-source 

software packages during execution. For example, an AI application written in Python cannot 

be compiled into an executable that includes all the dependencies necessary for execution as 

in C/C++. Therefore, the developers need flexibility to customize their execution 

environments. HPC environments, especially HPC production systems, are often based on 

closed source applications and their users have restricted account privileges and security 

restrictions [27], for instance access to external systems is blocked.  Containerization enables 

easy transition of AI workloads to HPC while taking the full advantage of HPC hardware and 

the optimized libraries of AI applications, without compromising security of HPC systems. 

 

HPC workload managers, such as TORQUE or SLURM, have been well designed to 

schedule conventional HPC parallel applications, e.g., Message Passing Interface (MPI) [28, 
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29] applications. Implementation and deployment of DL solutions on HPC systems are 

challenging in terms of parallelization, scheduling, elasticity, data management and 

portability. With a large number of DL models having a complex structure and being trained 

with huge amounts of data, adapting DL/ML models in order to be well scheduled by the 

workload managers, to achieve high parallelization is the sine qua non of leveraging optimal 

performance on HPC systems.  

 

13.3  Hybrid Big Data and HPC Resource Provisioning for AI Applications in CYBELE 

The CYBELE project proposed and implemented a hybrid architecture that enables 

convergence of Cloud and HPC clusters. This section gives a brief introduction to this 

architecture and more details are described in [30–33].  

 

The architecture illustrated in Figure 1 consists of an HPC cluster with either TORQUE or 

SLURM as its workload manager and a Cloud cluster with Kubernetes serving as its container 

orchestrator. All the nodes on the left side are VM nodes. VM nodes rather than bare-metal 

nodes are more often utilized on Cloud clusters. For simplicity, Figure 1 only shows a limited 

number of nodes and a single HPC partition. It is worth noting that the architecture is not 

limited to this number of nodes and can be extended to support more nodes and HPC partitions. 

The only requirement of this architecture is the existence of one or more shared login 

node/nodes as highlighted in red dashed line in the middle of Figure 1. The login node is a 

Kubernetes worker node and meanwhile functions as a login node for TORQUE or SLURM. 

Jobs are submitted via the login node in the form of yaml scripts, in which the TORQUE or 

SLURM job scripts are embedded. The embedded scripts are abstracted and scheduled to 

execute on the HPC cluster by a plugin named Torque-Operator [30, 31] or WLM-Operator 

[34].  The WLM-Operator implemented by Sylabs bridges Kubernetes with SLURM and the 
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Torque-Operator developed within the CYBELE project connects Kubernetes with TORQUE 

(see [30] for more details). The normal Kubernetes micro-service jobs are still deployed via 

the login node. They are, however, scheduled to run on the Cloud Cluster. The advantages that 

this architecture bring are four-fold: 

                       

                                                    Figure 1 The hybrid architecture.  

 

(1) It provides a unified interface for users to access the Cloud and HPC systems. All jobs 

are submitted in the form of yaml scripts. 

(2) It keeps the modification of HPC systems to the minimum. HPC systems only need to 

install Singularity on top of their current environments. Singularity [35] is the de facto 

standard container runtime for HPC systems.  

(3) Long-running micro-service applications stay on the Cloud cluster and computation-

intensive or data-demanding programs that have fixed execution time are scheduled to 

the HPC cluster.  

(4) Users have the flexibility to customize their working environment on Cloud clusters to 

develop their applications. 

 

13.4  Parallelism and Deployment of AI Applications on HPC Systems  

The key driving factor of success of AI, especially DL applications, is the optimization and 
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scalability of training [26]. New breakthroughs in model accuracy were achieved by 

increasing the size and the complexity of models. Relatively simple model structures have 

been replaced with more sophisticated architectures [36]. Moreover, the development of AI 

technologies has been pushed by raising amount of training data. DL models are data 

intensive, and model accuracy can be improved significantly with larger-quantity of training 

data [37]. Therefore, the availability of massive compute resources as in HPC infrastructures 

is the key to enable training of complex models with vast amount of data in reasonable time. 

This section showcases two AI applications in the field of agriculture, which are developed 

within the CYBELE project, namely the Pilot Soybean Farming and Pilot Wheat Ear. 

Table 1 summarizes the descriptions of the two pilots and the details are presented in Section 

14.4.1 and Section 14.4.2. 

 

Table 1. Descriptions of Pilot Soybean Farming and Pilot Wheat Ear 

Names Descriptions ML 

applications 

Parallel 

models 

Pilot Soybean 

Farming 

Yield prediction for 

soybean farming 

yes Open MPI, 

Apache Spark 

Pilot Wheat Ear Provisioning of autonomous 

robotic systems within arable 

frameworks 

yes PyTorch 

 

 

13.4.1 Pilot Soybean Farming  

This section describes the Pilot Soybean Farming and its methods of parallelization and 

deployment on HPC systems. 
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13.4.1.1 Pilot Description  

Pilot Soybean Farming focuses on the application of ML in soybean farming. Its goal is to 

develop a prediction algorithm that is able to infer hidden dependencies between the input 

parameters and the yield. The input dataset consists of three Sentinel-2 [38] images for each 

of the 3-years analyzed. This is 9 satellite images in total and each having 12 spectral bands 

with a resolution of 10m, 20m and 60m, depending on the channel. Additionally, yield 

monitor data from Austrian soybean farms is used as the ground truth for algorithm training 

(total size: 614 MB). The application is composed of two procedures, i.e. the data 

preprocessing procedure followed by the training procedure. The input for the second 

procedure is a tabular file in the xlsx format yielded from the first procedure (total size: 7.3 

MB). Both procedures are written in Python script and containerized in Singularity, as 

Singularity container can garantee environment compatibity.  

 

13.4.1.2 Application Parallelization for HPC Systems 

MPI is a conventional standard for parallel processing on HPC systems. The first procedure of 

Pilot Soybean Farming adopts MPI to speedup data processing. More specifically, mpi4py 

library, which is the Python support for MPI, is introduced to the program. In this case, the 

MPI launcher of the host system invokes Singularity container and Singularity launches the 

MPI application within the container, which is the Python script with MPI support in this case.  

 

The dataset produced by the first procedure is fed as the input for the ML training model. The 

second procedure includes modules for image stacking, cropping to the field boundaries, 

yield map interpolation from point measurements and ML models for yield prediction. Its ML 

pipeline consists of the following steps: 
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1. The dataset is loaded into an Apache Spark data frame that can significantly 

decrement data access time. Since the ML model is coded in Python, Spark is 

implemented in PySpark library.  

2. Filter out missing/erroneous records and split the training and testing datasets. In this 

step, the data is now ready to proceed further down the pipeline to feed the ML 

models, i.e. Linear Regression [39], Decision Tree Regressor [40] ,  Gradient Boosted 

Trees Regressor [41] and Random Forest Regressor [42].  The best results are selected 

out of the four aforementioned models.  

3. The evaluation of the prediction models is performed over the test dataset providing a 

fair generalization approximation. 

 

Description of the ML training procedure of Pilot Soybean herein is to demonstrate a method 

of scheduling a big-data framework to an HPC environment predominated by a workload 

manager. It is out of the scope of this chapter to disccuss prediction accuracy of various ML 

models. There are three ways of deploying Spark as Standalone engine, though Hadoop 

YARN [43] and via MapReduce [44]. Standalone deployment is favored in the HPC 

environment. In this case, HPC workload manager TORQUE serves as the Spark scheduler in 

preference to Mesos [45] or YARN. Spark standalone package is not required on an HPC 

system, and instead it is encapsulated inside Singularity. The master and workers of Spark are 

lauched within the container processes rather than natively on the HPC cluster.  

 

13.4.2 Pilot Wheat Ear 

This section depicts the Pilot Wheat Ear and its methods of parallelization and deployment 

for HPC systems. 
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13.4.2.1 Pilot Description   

Pilot Wheat Ear is targeted for provisioning of autonomous robotic systems within arable 

frameworks [46]. More specifically, the application provides a framework for automatic 

detection and count of wheat ear kernels in fields from the images collected by sensors on 

ground so that it enables crop yield prediction and can suggest decisions for sales planning. A 

DL model, utilizing image segmentation based on U-Net architecture [47], is trained to 

automatically detect the wheat ears from a series of RGB images (138 images, 95 MB in 

total) captured in the crop fields in Serbia. Figure 2 illustrates an example of an input wheat-

ear image and its output image. The output will serve as an input for yield prediction, which 

will relate the number of ears and their size to the actual yield.  

 

                            

               (a) input wheat ear image                                   (b) output ear counts 

Figure 2 Input image of wheat ears and the output of ear counts generated by the DL model. 

    

13.4.2.2 Application Parallelization for HPC Systems 

In recent years, a wide range of potential solutions has been brought for the challenge of 

image segmentation. The solution can consist of a specific neural network architecture and a 

set of techniques applied during training and inference. Typically, the decisions will be made 

based on a number of experiments. A high degree of parallelism can greatly speed up this 

process and allow more selection of the network parameters. 
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In Pilot Wheat Ear, its DL model is written in Python script based on Fastai/PyTorch [20, 48] 

which are widely-used DL libraries. PyTorch can get scale-up by using its method 

torch.set_num_threads() or the environment variable OMP_NUM_THREADS to adjust 

the number of threads. The library is containerized in Singularity, correspondingly each 

Singularity process boots one PyTorch thread. The workload manager TORQUE schedules 

all the Singularity processes to the available HPC cores.    

 

13.5 Performance Evaluation for Pilot Soybean Farming and Pilot Wheat Ear 

The hybrid architecture elucidated in Section 14.3 is implemented on a testbed with relatively 

small amount of nodes. The testbed technical specifications are indicated in Table 2. The 

Cloud cluster comprises 4 VM nodes and the HPC cluster is composed of 3 bare-metal nodes. 

The HPC cluster has TORQUE installed as its workload manager while the Cloud cluster is 

managed by Kubernetes. Docker [49], as one of the most widely-used container runtime on 

Cloud, is utilized to continuously run the CYBELE service programs as described in Chapter 

13. Due to security concerns, Docker container runtime is restricted to the Cloud cluster. AI 

applications are containerized in Singularity images. The core applications required for the 

Cloud and HPC systems are listed in Table 3.  Flannel3 is deployed for the container network 

interface (CNI) of Kubernetes. Without this additional network model, containers located in 

separate nodes could not establish communications among each other.  

 

 

 

 

                                                 

3 https://github.com/flannel-io/flannel 
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Table 2  Technique specifications of the testbed. 

 Cluster name HPC Cluster(bare-metal) Cloud Cluster (VM) 

Total number of nodes 3 (2 compute nodes) 4 (3 worker nodes) 

Number of cores 20 (10 cores per CPU,  

2 CPU per node) 

2 cores per node 

RAM per node (NUMA) 128 GB 8 GB 

CPU frequency Intel(R)Xeon(R)  

CPU E5-2630 v4, 2.20GHz 

Intel i7 9xx (Nehalem 

Core i7, IBRS) 

2.79GHz 

Operating System Ubuntu 18.04.3 LTS Ubuntu 18.04.3 LTS 

VM type - QEMU 2.11.1, KVM 

2.11.1 

 

Table 3 The list of core applications on the testbed. 

Cluster type HPC Cluster Cloud Cluster  

Orchestrator TORQUE Kubernetes 

Container runtime and 

interface 

Singularity Singularity, Docker, 

Singulairy-CRI4 

Plugin - Torque-Operator, Flannel 

Compiler Golang compiler Golang compiler 

Parallel model Open MPI - 

 

The results are compared between the Cloud cluster and the HPC cluster. In Pilot Soybean 

Farming, the size of the training dataset for the training procedure is relatively small, the 

performance evaluation of this pilot herein concentrates on the data preprocessing proedure 

which is computation-intensive and data-intensive. Pilot Soybean Farming                                         

(b) Pilot Wheat Ear 

                                                 

4 Singularity-CRI: it is Singularity-specific implementation of Kubernetes CRI (CRI: Container Runtime 

Interface). 
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Figure 3 compares the execution time with different levels of parallelism for data 

preprocessing procedure of Pilot Soybean Farming and Pilot Wheat Ear. It is worth noting 

that the execution time of the two pilots can vary from minutes to days depending on the 

amount of input data sets that are used for processing. The details are given in Table 4 and 

Table 5.  

 

The 3-year data processed in Pilot Soybean Farming is organized in three independent 

groups. The number of process is, therefore, set to be a multiple of 3. However, for the sake 

of completeness, the results of a single process are also presented for both. On the HPC 

cluster, the execution time is measured with the number processes to be 3, 6, 9 and 12 

processes, respectively. For Pilot Wheat Ear, the performance ranges from the execution with 

2 processes (the maximal number of cores on one Cloud node) to 20 processes (the maximal 

number of the cores on one HPC node). The results of the two applications are calculated as 

the mean values of three executions, and the numbers are proved to be stable (as indicated by 

the variances in the table). The time spent in job scheduling from Cloud to HPC is negligible 

compared to the total execution time. The performance improvement of both applications is 

significant when running on an HPC node.  In Figure 3(a), the application exibits optimal 

performance with 9 processes, whearas detoriating with 12 processes. Similarly, for Pilot 

Wheat Ear in Figure 3(b) 18 processes outperforms 20 processes. The reasons could be due to 

the fact that the volume of the dataset does not require too many processes running 

simultaneously, and the process synchronization cost rises with the increment of process 

number. It is out of the scope of this chapter to discuss the algorithms of process/thread 

parallelism. 
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             (a)  Pilot Soybean Farming                                         (b) Pilot Wheat Ear 

Figure 3. Time comparison for Pilot Soybean Farming (data preprocessing procedure) and 

Pilot Wheat Ear. 

 

Table 4. Execution time on the Cloud (VM) and HPC (bare-metal) cluster for data 

preprocessing procedure on a single node. (unit: minutes). The numbers in the brackets are 

the mathematical variances.   

Cores (on 1 

node)  

1 core  3 cores 6 cores 9 cores 12 cores 

Cloud  (VM) 97.60 

(0.23) 

- - - - 

HPC  (bare-

metel) 

64.73 

(0.16) 

30.07 (0.01) 24.41 (0.01) 17.81 (0) 19.52 (0) 

 

Table 5. Execution time on the Cloud (VM) and HPC (bare-metal) cluster for Pilot Wheat Ear 

on a single node. (unit: minutes).  The numbers in the brackets are the mathematical 

variances. 

Cores (on 1 

node)  

2 core  4 cores 8 cores 16 cores 18 cores 20 cores 

Cloud  

(VM) 

1337.13 

(0.00) 

- - -  - 

HPC  (bare-

metel) 

480.50 

(4.97) 

282.39 

(0.28) 

179.54 

(1.02) 

144.76 

(0.12) 

124.25 

(0.06) 

134.99 

(0.55) 
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13.6 Discussion 

The immense gain in performance, which comes out-of-the-box, is one major reason for 

leveraging HPC to AI applications, while containerization provides compatibility and 

portability to ease deployment of AI applications onto HPC systems. The use cases presented 

in this chapter illustrates how AI applications can be adapted to utilize the conventional HPC 

parallelization models (such as Open MPI), and how big-data or DL frameworks, such as 

Apache Spark or PyTorch can be adapted in order to fit the predominant HPC scheduling 

environments. The demands for computer resources from the two AI use cases are relatively 

low, however, the merits that the HPC infrastructures can bring are clearly demonstrated. The 

benefits will become more evident when the AI systems become operational and when a large 

number of farmers, researchers and members of extension services start adopting them in a 

large scale. The hybrid architecture that bridges Cloud and HPC systems demonstrated herein 

will be ready to serve this purpose. 

 

The hybrid architecture elaborated in this chapter contains a login node that connects both the 

Cloud and HPC installations, where the login node is located in two network domains: the 

domains of HPC cluster and Cloud cluster. On an HPC production system, a more portable and 

secure approach would be restraining the login node within the Cloud network domain and 

connecting it remotely to the HPC cluster via ssh, although this could cause performance 

degradation in case of a large volume of data transmission. Lustre [50], a distributed file system 

that can provide fast data access, can be utilized as the intermediate storage for Cloud and HPC 

cluster instead.  

 

13.7 Conclusion Remarks and Future Works 

This chapter has exhibited the necessity of implementing AI technologies in the domain of 
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agriculture. It described the challenges that AI applications are facing. Containerization, which 

may have paved the way for AI applications on Cloud clusters, may also be applied to HPC 

clusters to ensure compatibility and portability. This chapter has presented a novel hybrid 

architecture and described necessary methods of parallelizing and deploying AI applications 

on HPC systems. This CYBELE hybrid architecture unifies the interface for job submission on 

Cloud and HPC systems. Via the same user interface, long-running service programs can be 

scheduled to Cloud clusters, while compute-intensive and/or data-intensive applications can be 

scheduled onto HPC clusters where their performance can be significantly improved. Two 

relevant AI applications are showcased to demonstrate the efficiency of incorporating HPC and 

AI technologies into the field of agriculture.  

 

Continuous increase of data volume pushes the usage of Cloud for AI applications as Cloud 

supplies users with on-demand computer resources. Traditional HPC centers are evolving to 

support AI applications, not only in terms of powerful hardware resources, such as many GPU 

nodes, large-size memory and SSD, but also with regard to the provision software 

environments, such Singularity, Shifter [51] or Charliecloud [52]. Meanwhile, AI applications 

are being adapted to HPC system environment, e.g., the DL Framework Horovod [53] , which 

adopts MPI concept, allows to perform efficiently distributed training in HPC.  
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