An improved engine analysis and optimisation tool for hypersonic combined cycle engines

A. Mogavero* R. E. Brown†

Centre for Future Air-Space Transportation Technology,
University of Strathclyde, Glasgow, G1 1XJ, United Kingdom

It is widely accepted that more efficient propulsion technology needs to be developed before the re-usable ‘space plane’ concept for cheap and reliable access to space can become a practical reality. An engineering tool, called the HYbrid PRopulsion Optimiser, or HyPro for short, has been developed to characterise and optimise the performance of a range of hypersonic propulsion systems, with particular application to air-breathing and hybrid engines. The level of modelling embodied in the tool is particularly appropriate to the rapid parametric studies and configurational trade-offs that are usually conducted during the preliminary design of the propulsion system and the hypersonic vehicle that it is intended to propel.

An algorithm, based on the Genetic Programming approach, and exploiting the highly modular structure of the engine model, has been developed to search the configurational design space for the engine geometry that is best adapted to the mission for which it is intended. In contrast to conventional optimisers which can vary only the parameters of the engine design, this tool is able to provide design solutions for the propulsion system without the actual structure of the engine having been specified a priori. Several applications serve to demonstrate the value of the tool in introducing some degree of objectivity into the process of discriminating between the many different configurations that have been proposed for space plane propulsion in the past.

I. Introduction

Decades after the first pioneering years of space exploration, there is still a large margin for improvement within the field of space transportation technology. In particular, the development of a new, efficient means of access to space would yield a giant leap in the viability of the many proposals for space exploitation and exploration that are currently being considered. One possible strategy for making access to space cheaper, more flexible and reliable is to implement the Single-Stage to Orbit (SSTO) concept. The idea is to supplant current expendable launch vehicle technology by developing a class of re-usable ‘space planes’ that are able to reach orbit and then re-enter the atmosphere by following a mission profile that is very similar to that used by airliners.

The technological challenges of putting this very simple idea into practice are significant, however, given the complexity of such a system in reality. Further development of propulsion technology is fundamental to yielding a practical SSTO system. Indeed, engines with very much higher propulsive efficiency than is currently achievable, particularly at high speed and altitude, will be required to power vehicles that are able to carry an economically viable payload into orbit. Air-breathing propulsion systems are able to use the atmosphere as part of their propellant, giving them a major advantage in efficiency over the rocket systems that have been used in all forms of space transportation up to now. Indeed, the development of efficient air-breathing spacecraft propulsion is seen as the key to improving the reliability and flexibility of the SSTO concept and allowing it to become airline-like in practice. Despite the fact that air-breathing propulsion is widely employed for airliners that fly at subsonic and low supersonic speeds, suitable technology for the higher speeds required of SSTO vehicles is still in its infancy. In recent years, however, some full scale tests of the scramjet engine concept have been performed at hypersonic flight speeds, and prospects so far for this technology are very promising.¹
Air-breathing propulsion systems are inherently limited in terms of the speed and altitude at which they can function reliably. Any vehicle that is intended to fly into space thus requires some additional means of propulsion once it has accelerated to speeds and altitudes that lie beyond the limits of its air-breathing propulsion system. One solution is to introduce engine technology that combines a number of different propulsion technologies, for example jets and rockets. The design of such hybrid propulsion systems is very challenging indeed, not least because appropriate performance over a broad operational range must not come at the expense of significant increases in engine weight or greatly reduced systems reliability.

Selection of the appropriate system architecture in the early stages of the engine design is held by most designers to be critically important to the likely success of the vehicle that it is intended to propel, and in many cases the configuration of the propulsion system actually defines the operational paradigm for its parent vehicle. When considering future space access vehicles, many radically different configurations for the propulsion system have been considered, suggesting perhaps that the range of viable engine designs is actually quite broad. For these reasons, a very valuable asset to the design process would be a tool that could point the designer towards the engine geometry that is best adapted to the mission for which it is intended. This would especially be the case if the tendency could be obviated for the designer to embed into the process his/her own prior assumptions, preferences or prejudices as to the structure of the engine.

The final aim of the research described here is to achieve this lofty goal, in other words to create a tool that, given a certain set of operational requirements, would, for instance, be able to choose, based on objective and repeatable heuristics, between various possible design solutions or, perhaps, in the best of all worlds, would be able to create a wholly new engine concept that suits the operational needs of the vehicle better than any configuration previously thought of by the human designers of the system.

In this paper, an updated version of the Hybrid Propulsion Parametric-Modular Model (HPPMM), first introduced in an earlier work by the current authors, is described. The principal feature of this new version of the model, called the HYbrid PRopulsion Optimiser (HyPro), is the introduction of an algorithm, based on the Genetic Programming (GP) approach, that can search the configurational design space for the engine geometry that is best adapted to the mission for which it is intended. In contrast to conventional optimisers which can vary only the parameters of the engine design, this tool is intended to be able to provide design solutions for the propulsion system without the actual structure of the engine having been specified a priori. An application of the model is then presented to demonstrate the value of the tool in providing at least the beginnings of an approach whereby some degree of objectivity can be introduced into the process of discriminating between the many different configurations that have been proposed for space plane propulsion in the past.

As a brief note on terminology: throughout the current paper, the term 'hybrid' is taken to refer to any possible combination of propulsion technology, either when installed separately or when integrated into a single engine system. Usually the former is called combination propulsion and the latter is called composite propulsion or, more frequently, combined cycle propulsion.

II. Engine Performance Model

The HyPro software works by discretising the configuration of the propulsion system into a sequence of interconnected blocks, or modules, each representing one or more components of the engine. Information can flow between the modules to represent the relationship between the inlet parameters for one module, for instance, and the outlet parameters of the modules to which it is physically connected. Figure 8 shows the model configured as a simple ramjet/scramjet, for instance, while Fig. 5 shows the model configured as a rocket-based combined cycle engine. A set of coupled equations for the thermodynamic properties within each of the interconnected modules can then be solved, and the overall performance characteristics of the engine can then be extracted through the appropriate mass, momentum and energy balances. Together with having been translated from the original Matlab® of the HPPMM into C++ in order to improve the computational efficiency and execution speed of the software, the new version of the model contains several additional modules as well as some improvements in physical modelling within its existing modules. Although the details of the approach are described more completely elsewhere, as is the physics that is embodied within each of the constituent modules within the software, some of these improvements are summarized below in the course of describing the fundamental building blocks that are embedded within the HyPro code.
II.A. Gas dynamic models

The main fluid dynamics models implemented in HyPro are the same as those used in HPPMM:

- isentropic one-dimensional compression/expansion
- Fanno flow
- Rayleigh flow
- One dimensional balance equation solver

![Diagram](image)

**Figure 1. Definition of stations for a one-dimensional duct with variable cross-sectional area.**

In HyPro, however, the isentropic compression/expansion model has been improved in order to account for gases that are not thermally perfect (i.e. those that have variable ratio of specific heats $\gamma$). As done in HPPMM, the Mach number at the outlet of any duct, the cross-sectional area of which varies along its length as shown in Fig. 1, is calculated iteratively after imposing a mass balance between the inlet and the outlet. During the iterative process, all the thermodynamic conditions at the outlet node (i.e. node $N_2$ in Fig. 1) are calculated assuming the flow to be isenthalpic and isentropic, but, in HyPro, the simple set of equations used in HPPMM to model isentropic expansion or compression are replaced with a two-step iterative calculation. Firstly, the static temperature at node $N_2$ is calculated from the energy equation

$$h_2 + \frac{M_2^2 a_2^2}{2} = h_1 + \frac{M_1^2 a_1^2}{2}. \quad (1)$$

In this equation, only $h_2$ and $a_2$ are initially unknown, but both are functions of the temperature $T_2$, which can then be determined through iteration. The static pressure at node $N_2$ is then calculated from the entropy equation

$$S^o(T_2) - R ln \frac{P_2}{P^o} = S^o(T_1) - R ln \frac{P_1}{P^o}. \quad (2)$$

The pressure $P_2$ is the only unknown in this equation once the inlet conditions are specified. It should be noted that Eq. 2 is only valid for gases with constant composition, and this requires the assumption that the chemical composition of the working fluid is frozen in all the modules that use this analysis (i.e. the ‘inlet’, ‘nozzle’, ‘diffuser’, etc., as presently implemented in HyPro). Despite this restriction, the new formulation has the major advantage of removing many of the inaccuracies in the analysis that are introduced by assuming the working fluid to have constant $\gamma$, and indeed allows the analysis to be extended to a wide range of working fluids that are governed by very different gas models. In the present context, this improvement in modelling has proved to be particularly beneficial in preventing the Genetic Programming (GP) algorithm described later from exploiting small numerical errors in the fluid dynamic solver to generate spurious, vastly complicated configurations with seemingly much improved performance compared to their competitors.

II.A.1. Balance equation solver

A generalised module exists within the software in order to solve the coupled set of equations

$$\begin{align*}
p_1 U_1 - \Delta G &= p_2 U_2 \\
p_1 + p_1 U_1^2 - \Delta I &= p_2 + p_2 U_2^2 \\
\frac{h_1 + \frac{U_1^2}{2}}{2} - \Delta H &= h_2 + \frac{U_2^2}{2} \end{align*} \quad (3)$$

representing, respectively, the balance of mass, momentum and energy along a duct that has constant cross-sectional area. In these equations, $\Delta G$, $\Delta I$ and $\Delta H$ represent respectively the flux of mass, momentum and energy across the walls of the duct. The solver attempts to determine the conditions at the end of the duct (i.e. at state 2) given the conditions at the beginning of the duct (i.e. at state 1) and these lateral fluxes. In order to simplify the solution, the system of equations is rewritten, in terms of the Mach number in the duct, as

$$\begin{align*}
p_1 U_1 - \Delta G &= p_2 U_2 \\
p_1 + p_1 U_1^2 - \Delta I &= (1 + \gamma M_1^2) p_2 \\
\frac{h_1 + \frac{U_1^2}{2}}{2} - \Delta H &= h_2 + \frac{\gamma M_2^2 R}{2} \end{align*} \quad (4)$$

It is important to note that the only assumption needed to support the validity of this set of equations is that the gas be ideal in its behaviour. Consistently with the formalism used for variable-area ducts as described earlier, the ratio of specific heats $\gamma$ can thus be modelled as a function of temperature. The solution process starts by proposing a tentative value for $M_2$ and then proceeds through the solution of each element of Eq. 4 in turn. Firstly the energy equation is solved in terms of the static temperature $T_2$ by means of a bisection algorithm.
The momentum equation is then used to determine the static pressure \( p_2 \). Finally the mass balance equation is used to check whether the tentative value assumed for \( M_2 \) yields a solution that conserves mass, momentum and energy between the inlet and the exit to the duct. If not, the whole procedure is iterated by means of a bisection algorithm until the desired level of convergence is reached.

II.B. Rocket injection module

A new model for fluid injection has been added in HyPro with the aim of describing in more detail and with more accuracy the flow physics, specifically within rocket engines, than was possible in older versions of the software. A rocket engine is created by combining a combustion chamber module and a nozzle module with the injection module as shown in Fig. 2 (where injection takes place between nodes \( N_1 \) and \( N_2 \)). The module requires the composition of the working fluid, the total mass flow rate, the Mach number, and the static temperature at node \( N_2 \) to be specified externally.

![Figure 2. Definition of stations for the rocket injection module (as implemented in a typical rocket engine model).](image)

II.C. Mixer module

The mixer module within HyPro allows the mixing of two flows to be modelled. Its definition requires an additional internal node \( (N_3 \text{ in Fig. 3}) \) which can be joined to any other type of module within the HyPro toolbox. This module is typically used when the momentum of the flow exiting the module that is attached to the internal node cannot be neglected.

![Figure 3. Definition of stations for the mixer module.](image)

The mixer module uses the balance equation solver described in Section II.A.1 to obtain the flow properties at node \( N_2 \) given the flow properties at nodes \( N_1 \) and \( N_3 \). To satisfy the parallel-flow assumption embodied within the balance equation solver, the area of the duct at node \( N_1 \) must of course be made equal to the area of the duct at node \( N_2 \). The fluxes of mass, momentum and energy into the duct are calculated as

\[
\Delta G = -\frac{A_3}{A_1} \rho_3 U_3 \\
\Delta I = \eta \left[ \Delta G U_3 - \frac{A_3}{A_1} (p_3 - p_1) \right] \cos \theta \hfill (5) \\
\Delta H = \Delta G \left( \frac{U_3^2}{2} + h_3 \right)
\]

where \( \eta \) is the mixer efficiency and \( \theta \) is the angle at which the flow is injected into the mixer at the internal node (see Fig. 3). This set of equations is derived under the assumption that the pressure surrounding the injected flow is equal to the pressure at node \( N_1 \); this can be assured if the mixer module is defined so that its inlet is close to the point of injection.

This assumption is weak whenever the cross-sectional area over which fluid is injected (i.e. the area at node \( N_3 \)) is large compared to the total area of the mixer duct (i.e. the area of the duct at node \( N_2 \)). Where necessary, this problem can be overcome by modifying slightly the formulation presented above. If it is assumed that the two mixing flows start by being parallel, then nodes \( N_1 \) and \( N_3 \) (see Fig. 4) can be made coincident and only the flow downstream of the injection point needs to be modelled. This assumption of course requires the slightly more restrictive constraint that the area of the duct at \( N_2 \) be equal to the sum of the duct areas at \( N_1 \) and \( N_3 \) so that the assumption of parallel flow that is embodied within the balance equation solver remains valid. In addition, the back pressure acting on any component attached to node \( N_3 \) (e.g. the pressure within the connector pipe shown Fig. 4) can be eliminated as an unknown simply by rendering this node external to the control volume used in the analysis. In the resultant ‘parallel flow mixer’ module, the expressions for the mass, momentum and energy fluxes into the duct can thus be written as

\[
\Delta G = -\frac{A_3}{A_2} \rho_3 U_3 \\
\Delta I = \eta \left[ \Delta G U_3 - \frac{A_3}{A_2} p_3 \right] \\
\Delta H = \Delta G \left( \frac{U_3^2}{2} + h_3 \right).
\]
II.D. Multi-mode system

A further improvement that has been implemented in HyPro is the possibility to model engines that can be operated in one of several modes depending on the operating conditions in which the system finds itself. The logic that is used to define the switching between engine modes is typically based on the free stream conditions for the system, and is implemented in most cases by setting the appropriate Mach number and total pressure ranges for each operational mode of the propulsion system. It is also possible to overlap the operational ranges of the various engine modes, and in this case the transition between modes is achieved with the aid of a pre-defined schedule of priorities for all possible modes at each operating condition of the system.

III. Verification of the Predictions of the HyPro Model

Validation against real-world data of the predictions of a model such as HyPro is of course an important element in establishing its value to the engineering community, none the more so given the simplicity of its representation of the physics within the engine system and the heavy reliance of the validity of its predictions on the accuracy with which its internal parameters can be specified. In practice, the extent to which the validation process can be carried out is limited not least by the paucity of real test data against which the predictions of the model can be compared. This is particularly the case when it comes to the advanced engine configurations for which the software has been designed.

Given the intended focus of this paper on the exploration of the configurational aspects of advanced engine design, here the predictions of the HyPro model are simply calibrated against those of the Simulated Combined-Cycle Rocket Engine Analysis Module (SCCREAM)\textsuperscript{4,7,8} that is perhaps better known and accepted by the community than the HyPro model itself. In illustrating that HyPro is able to reproduce similar results to this ‘industry standard’ model, at least for the performance of those few engine configurations for which published data is available, the intent here is to provide support for a contention that is fundamentally necessary to the thesis of this paper but that remains essentially unproven – namely that HyPro continues to provide physically-plausible predictions of the performance of engine systems that have considerably greater complexity than those for which verification is presented here (see Section IV of this paper, for instance). Admittedly the acceptance of the validity of this contention requires the reader to extrapolate quite considerably from the data presented here; the authors are aware of this and hopefully will be judged to have proceeded with due respect for this limitation in their analysis. In terms of more direct validation, the inquisitive reader is referred to the earlier paper by the current authors\textsuperscript{2} where the predictions of the model were compared against CFD data for scramjet and rocket-ejector type systems – with encouraging results.

To lend support to the veracity of HyPro’s predictions, its output is compared below to SCCREAM predictions of the performance of the hybrid propulsion system that was proposed for Hyperion, a launch vehicle conceived by the Aerospace Systems Design Laboratory at Georgia Tech.\textsuperscript{4} SCCREAM predictions have been published\textsuperscript{4} for the performance of this engine when operating in pure ramjet mode as well as when operating in ejector ramjet mode:

III.A. Hyperion engine in ejector mode

The HyPro model representing the ejector mode of the Hyperion propulsion system (reproducing the work of Olds\textsuperscript{4}) is depicted in Fig. 5.

The intake of the engine is modelled as being fully adaptable, in other words the cross-sectional area of both the inlet and the throat can be varied according to the operational condition of the engine. The flow is assumed always to be choked at the throat of the intake. To ensure this, the throat area is reduced in size if choking is detected in any one of the modules downstream of the intake. The inlet itself is assumed to be adapted to the external field conditions if at all possible (i.e. if the required inlet area is within the design range). An isentropic diffuser is added after the intake module in order to be able to model a system with a pinch point area (at the end of the intake module) that is smaller than the cross-sectional area of the mixer. The injection of the rocket plume is assumed to take place along the axis of the engine (see Section II.C). The rocket is not modelled in any detail: the exit conditions at its nozzle are taken to be constant and are fed
Figure 5. HyPro model of the Hyperion engine in ejector mode.

Figure 6. Comparison between HyPro and SCCREAM predictions of the thrust of the Hyperion engine when in ejector mode.\(^4\)

Figure 7. Comparison between HyPro and SCCREAM predictions of the specific impulse of the Hyperion engine when in ejector mode.\(^4\)

values within the HyPro model of the engine were simply tuned to give best direct agreement with the data presented by Olds\(^4\).

A comparison between the HyPro and SCCREAM predictions\(^4\) of the thrust and specific impulse for the Hyperion engine, when operated in ejector mode over an operationally-relevant range of altitudes and Mach numbers, is shown in Figs. 6 and 7. Overall, HyPro shows significant improvement in quantitative agreement with SCCREAM when compared to the predictions of the original HPPMM software\(^2\) despite some rather obvious differences in the qualitative behaviour of the two sets of predictions that are still quite clearly apparent.

III.B. Hyperion engine in ramjet mode

The HyPro model representing the pure ramjet mode of the Hyperion propulsion system (again reproducing the work of Olds\(^4\)) is depicted in Fig. 8.

As for the engine when in ejector mode (see section III.A), the intake of the engine when in pure ramjet mode is modelled as being fully adaptable in terms of the cross-sectional area of its inlet and throat. The mixer module in the model of the engine when in ejector mode is replaced by a duct with constant cross-sectional area, and a total pressure drop of 20% is imposed across the ends of this duct.
to represent the losses within this part of the engine. All other modules are identical to those used to represent the engine when in ejector ramjet mode.

The comparison between HyPro and SCCREAM predictions for the thrust and specific impulse for the Hyperion engine when operated in pure ramjet mode is shown in Figs. 9 and 10. Although there are larger qualitative and quantitative disagreements between the predictions of the two models than with the engine in ejector mode, both methods still yield predictions for the performance of the engine that are broadly in agreement.

Taken together, the results presented above for the relative performance of the HyPro and SCCREAM models when characterising the performance of the two relatively simple hybrid engine configurations analysed here yield a relatively complex picture. It is definitely the case that tuning of the internal parameters within the model has significant effect on the predictions of the models, and, indeed, if this tuning is done judiciously, then it is evident that the predictions of the two models can be brought into quite close agreement with each other. Whether this is an advantage or a disadvantage of this type of modelling remains open to debate, but the fact that this procedure is capable of producing relatively good correlation between the two models across the majority of the performance envelope of the engine supports the inference that both models represent the underlying physics within the propulsion system to roughly the same degree of inherent fidelity. Despite the tuning of the parameters in the HyPro model specifically to match the predictions of SCCREAM as closely as possible, both sets of data presented above show the two models still not to match very closely in their predictions of the performance of the engine in certain parts of its performance envelope. Although these remaining discrepancies seem most naturally attributable to differences in the details rather than in the substance of the internal characterisation of the flow physics that is adopted by the two models, this point of view cannot be fully substantiated without detailed insight into the structure of both models. Unfortunately this is not presently possible given the lack of published information relating to SCCREAM’s internal formulation.

The focus of this paper, though, is not on the validation of the HyPro model, but rather on the presentation of a basic methodology that allows the engine with the configuration most appropriate to the operating conditions of the vehicle to be selected automatically, or at least with a minimum of a priori intervention from the designer. The characteristics of the methodology that is presented in the next sections of the paper are, in fact, largely independent of the actual model that is used to characterise the performance of engine system. Indeed,
in its essence, the methodology requires only an engine model that is sufficiently modular that it can represent all configurations of interest, that is robust enough to actually produce a quantification of the performance of any candidate engine system no matter how contorted, bizarre or complex its configuration might be, and that can be relied upon to produce plausible, or at least correctly ranked, relative assessments of the performance of a set of competing engine configurations. Thus, despite the obvious ongoing need for further verification and validation of the HyPro model, when viewed in this context, the demonstrated agreement between the output of the new HyPro model and that of more established and accepted modelling procedures is, arguably, sufficiently good to support further development of the thesis of this work in the following sections of this paper.

IV. Engine Configurational Optimization

The problem of optimisation of the structural layout or configuration of the engine for its particular operating conditions is complex. This is especially the case given the potentially very large number of permutations that need to be considered, the fact that very little may be known about the likely structure of the ideal engine, and that the designer may wish to introduce very little information a priori regarding the likely characteristics of the system for fear of contaminating, with his preconceptions, the eventual solution that is reached. This kind of problem can be handled very efficiently though, using a computational approach known as Genetic Programming (GP). GP is an evolutionary algorithm-based methodology, inspired by biological evolution, that can be applied to the problem at hand to find engines with configurations that are particularly well-adapted to the operating conditions in which they are expected to function. The GP approach is a specialisation of a more general formalism known as the Genetic Algorithm (GA) approach. In the GA approach a population of individuals, each representing a candidate solution to the problem being analysed, is evolved through several generations. The survivors of this process are taken to be those that are best adapted to the conditions in which the population finds itself. Each individual is uniquely identified by the sequence of ‘genes’ that make up its ‘chromosome’ – for instance, in GA, the chromosome might simply be comprised of the list of parameter values that uniquely define the particular individual. The population at generation \( i - 1 \) is produced firstly by selecting a subset of the population at generation \( i \) that is best adapted to their environment (as ranked according to a problem-dependent ‘fitness function’) and then applying to this subset a sequence of operators that are inspired by the process of biological natural selection. The most commonly used operators include ‘cross-over’, where the chromosomes of two individuals (parents) are combined to generate one or more (child) individuals, and ‘mutation’, during which random changes are made to parts of one individual’s chromosome.

The main difference between GA and GP is that, in GA, the chromosome has a linear structure and a fixed length, whereas in GP the chromosome can have variable length and a tree-shaped structure (see, for example, Fig. 12). Each gene in any GP chromosome thus has one parent gene and one or more child genes. In Fig. 12, for instance, the ‘summation operator’ gene, represented by the symbol ‘+’, has two children (in the left-hand case the summands ‘x’ and ‘x’, and in the right-hand case the summands ‘x’ and ‘3*y’) and one parent (the result of the summation). Because of the structural flexibility of its chromosomes, GP can be used to solve optimization problems without requiring the user to specify the structure of the solution in advance. This key feature of the methodology enables the structure of the solution to the problem to evolve and thus potentially to change during the course of the calculation. In the engineering context, GP was initially applied to the optimisation of the internal structure of computer programs. It has subsequently been applied to various problems in dynamical systems theory, control systems development, electronic circuit design and also to various problems in aerospace engineering such as the design of an antenna for the NASA Space Technology 5 spacecraft.

![Figure 12. Example of a GP tree chromosome representing the expression \( \max(x + x, x + 3 \times y) \)](image)

Since the HyPro model described in the previous sections of this paper is capable of representing the configuration of any engine system as a set of inter-
connected modules, it is particularly amenable to forming the basis of a GP optimization methodology for the internal configuration of the propulsion system for hypersonic vehicles in much the same fashion as the electronic circuits or the dynamic systems were treated in the examples cited above. The approach used by Koza to optimise the layout of electronic circuits is most appropriate for this application, but some modifications to account for certain specifics of the engine modelling problem need first to be accounted for. As in the case of electronic circuits, not all engine configurations can be represented directly in terms of a tree-shaped chromosome (see for instance the structure shown in Fig. 8). This is particularly the case when the possibility of feedback between the modules that comprise the engine must be accommodated in the HyPro model (as is necessary for instance when the possibility of choking in one of the modules of the engine must be accounted for). To obviate this problem, Koza introduced a method called cellular encoding, in which the GP genes represent a list of instructions that modify an initial simple prototype structure for the individual, rather than representing directly the structure of the individual itself. While in the automated design of a complex electronic circuit many different instruction genes need to be coded for (for instance the addition of parallel components, serial components, and so on), in this work only two types of operation are defined in order to keep the exposition relatively straightforward: the addition of one specified HyPro module, and the addition of feedback between two specified modules in order to represent the effects of choking at some point along the engine flowpath. The extension of the methodology presented here to more complex structural optimisation problems should however be quite readily apparent.

The mapping between an example GP chromosome (consisting only of ‘module addition’ and ‘feedback definition’ genes as described above) and its corresponding HyPro representation of an engine configuration (here a simple ramjet/scramjet) is shown in Fig. 11. It is important to point out that not all chromosomes of this form correspond to physically feasible engine configurations, and this has important consequences for the evolution of any particular population of engine configurations. For instance, the module addition gene called ‘Combustion Chamber’ in Fig. 11 has has to have the module addition gene ‘Injection’ and a feedback definition gene as its children, whereas the feedback definition gene itself is terminal in the sense that it can have no children. As a result, a number of ‘type rules’ need to be obeyed during the evolution of the population, leading to a strategy that is called strongly typed GP in the Genetic Programming jargon.

A further problem arises even when the type rules are obeyed, since not all chromosomes that are syntactically correct in this respect correspond to engine configurations that can actually be run in a stable manner to produce thrust. These non-viable engines should not be discarded out-of-hand from the population, since they might merely correspond to an intermediate stage in the evolution of an engine configuration that might prove very successful.
in later generations. The probability of survival of these non-viable forms from one generation to the next should however be rather low, and this bias in the selection procedure can be achieved by defining the probability of survival to be proportional to a fitness function of the form

\[ \text{fitness} = \max(0, \frac{T}{\dot{m}_f}) + f_{\text{min}}, \]  

for instance. In this way a small but non-zero probability is assigned to the survival of even non-viable engine configurations from generation to generation, thus preserving their chromosome as possible breeding material for a future population.

A final problem arises when a clearly superior configuration of engine is introduced as one of the population of configurations that is used to initiate the procedure. Because of the resultant very high probability of its subsequent selection, its chromosome can come to dominate the gene pool in subsequent generations. This so-called ‘seeding effect’ amounts in the real world to nothing more than an overly-enthusiastic pre-conception of the final solution to the problem of selecting the most appropriate engine configuration, but this initial bias must be eliminated in the computational world by judicious selection a priori of the range of HyPro modules available to produce the starting population.

V. Results

The GP formalism is implemented in HyPro using the Genetic Programming C++ Class Library (GPC++) that is based upon the work of Koza.\textsuperscript{11, 10, 19} The library has been integrated into HyPro after modification to allow strongly typed GP of the form described above. Results are presented here showing the performance of the resultant algorithm in selecting the appropriate engine configuration for the propulsion of a typical space plane under two different but representative flight conditions, one supersonic and one subsonic.

The search space of the algorithm consists of the set of module addition genes (see Section IV) that allows all the modules used to represent the Hyperion engine, presented in Section III, to be included into the chromosomes of the members of the population. All module parameters are kept fixed throughout the computation. For the purposes of the demonstration, a stagnation pressure drop of 2% is applied between the inlet and outlet of all ‘inlet’, ‘diffuser’ and ‘nozzle’ modules and a friction coefficient of 0.01 is applied within all ‘injection’ and ‘combustor’ modules. Finally, the ‘rocket’ module used in section III.B is supplanted with the more effective ‘injection’ module described in Section II, in order to avoid the ‘seeding effect’ described in section IV.

The principal parameters of the optimization algorithm are listed in Table 1. A population of 300 engines is evolved for 20 subsequent generations. A maximum depth for the tree structure of the chromosome of each individual was imposed simply in order to limit the complexity of the configurations that might emerge through evolution from the initial population. The probability of mutation in the examples presented here was kept non-zero but small in order to increase the diversity of the population. The relative fitness of the individuals within the population were assessed according to their specific impulse $T/\dot{m}_f$.

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Population Size</td>
<td>300</td>
</tr>
<tr>
<td>Number of Generations</td>
<td>20</td>
</tr>
<tr>
<td>Maximum Tree Depth for Creation</td>
<td>6</td>
</tr>
<tr>
<td>Maximum Tree Depth for Crossover</td>
<td>17</td>
</tr>
<tr>
<td>Selection Type</td>
<td>tournament</td>
</tr>
<tr>
<td>Tournament Size</td>
<td>20</td>
</tr>
<tr>
<td>Swap Mutation Probability</td>
<td>3.0%</td>
</tr>
<tr>
<td>Shrink Mutation Probability</td>
<td>3.0%</td>
</tr>
</tbody>
</table>

V.A. Supersonic test case

As the first example of the application of this procedure, the engine that emerges from the evolution as most suited to supersonic flight conditions at Mach 2.5 at sea level (temperature 288.15 K and pressure 101.325 kPa) has the configuration shown in Fig. 13. It is quickly apparent that the engine has the configuration of a ramjet, albeit, most interestingly, one with several combustion chambers.

A small amount of additional investigation reveals that the computational algorithm has simply attempted in this instance to achieve some form of solution that circumvents the restrictions and inherent limitations that were originally placed on the formulation of the problem by its programmers. At first sight, the presence of more than one combustion chamber looks rather unhelpful, particularly since, given a particular quirk of the way in which the model is defined, all the fuel is always consumed in the first combustion chamber. Moreover the friction that is associated with the additional ducting should result in a significant performance penalty to the engine compared to the equivalent engine with only one combustion chamber. The data presented in Table 2 reveal however that the fitness of the equivalent engine, all parameters being equal
but with only one combustion chamber (denoted as Test-1), is slightly lower than that of the engine selected by the GP algorithm itself.

This behaviour can be explained by looking at Fig. 14, where the variation of Mach number along the axis of the engine is plotted. As can be seen, the Mach number always reaches the choking limit (here set conservatively to Mach 0.9 to account for unmodelled viscous effects in the engine) at the end of the last combustion chamber, but for the Test-1 configuration the combustion chamber is much shorter than that of the baseline configuration, so the pressure drop across it is also smaller. The lower friction allows more fuel to be injected into the Test-1 configuration before the choking limit is reached, as is demonstrated in Fig. 16, where it is clear that the jump in mass flow rate across the injection module of the Test-1 configuration is bigger than in the baseline case. Further evidence of this effect can be found in Fig. 15, where the variation of static temperature is plotted along the axis of the engine. It can be seen that the post-combustion temperature is much higher in the Test-1 configuration than in the baseline case. This is simply because the conditions in its combustion chamber are closer to being stoichiometric. To prove this assertion, further data is presented in Table 2 for when the equivalence ratio of the injection module in the simplified Test-1 configuration has been lowered to 0.45, in other words to the value that is required in the baseline condition in order to induce choked conditions at the end of the combustion chamber. The fitness of this engine (or, in real terms, its specific impulse) is higher than that of both the Test-1 and the baseline engine configurations. Interpreting these results, the process of addition of combustion chambers can be seen to have emerged during the evolution of the engine system as an indirect strategy that can be used to tune the maximum equivalence ratio within the injection module.

Thus it can be concluded in this particular case that the GP algorithm has attempted to use the modules at its disposal to overcome the limitations of the current formulation of the method in not being able to tune directly the module parameters (see section IV), in this specific case, the equivalence ratio $\varphi$ in the injection module. The resultant solution of the evolutionary algorithm thus might appear to be unnecessary complicated to human eyes, but, in the frame of the computational procedure, it is the best solution that can be found by the evolutionary algorithm that is compatible with the pre-imposed constraints on the formulation of the problem.

**V.B. Subsonic test case**

The configuration that emerges from the evolution when the operational conditions are changed to represent subsonic flight conditions (Mach 0.5) at sea level (temperature 288.15 K and pressure 101.325
An engineering model for the analysis of advanced, hybrid propulsion systems for hypersonic space planes, previously called the Hybrid Propulsion Parametric-Modular Model (HPPMM), has been improved and a new version called the HYbrid PRopulsion Optimiser (HyPro) has been released. In the new release, the computational performance of the software has been markedly improved and a number of physical models have been upgraded.

The modular structure of the HyPro model, as well as its ability in principle to produce plausible results for the performance of a wide range of different propulsion systems, allows it to be very easily and naturally embedded as the computational engine within an evolutionary optimization algorithm for the structure of the propulsion system. The aim of the algorithm is to allow the configuration of engine that is best suited to the operational conditions of its parent vehicle to be selected with minimal input or pre-conception on the part of the designer as to what the most suitable propulsion system for his/her application should be. The formulation of the algorithm in terms of the biologically-inspired Genetic Programming (GP) formalism allows the most suitable engine to emerge as one of a competing population of engine configurations that can change structure through mutation and inter-breeding across several generations of evolution. Some preliminary results, illustrating the potential of this approach in generating plausible configurations for the engines of hypersonic vehicles under specific operating conditions, are presented in this work.

Given a set of supersonic operating conditions, the GP algorithm returns a configuration which in its essence is a simple ramjet. Similarly, for subsonic flight, the algorithm returns an ejector ramjet configuration for the engine that is most highly adapted to the operating conditions of the vehicle as specified. These initial results are very encouraging, showing, as they do, that the approach is able to converge on engine configurations that are known from previous experience at least to be appropriate to the operating conditions as specified. The ultimate hope for the research presented here is of course that the GP approach should be able to stimulate new thinking within the field through suggesting new, and thus potentially un-thought of, solutions to the problems of hypersonic propulsion. This lofty, perhaps somewhat naïve, goal has yet to be realised, but the work presented here highlights some of the next steps that need to be undertaken in this direction.

VI. Conclusion

An engineering model for the analysis of advanced, hybrid propulsion systems for hypersonic space planes, previously called the Hybrid Propulsion Parametric-Modular Model (HPPMM), has been improved and a new version called the HYbrid PRopulsion Optimiser (HyPro) has been released. In the new release, the computational performance of the software has been markedly improved and a number of physical models have been upgraded.

The modular structure of the HyPro model, as well as its ability in principle to produce plausible results for the performance of a wide range of different propulsion systems, allows it to be very easily and naturally embedded as the computational engine within an evolutionary optimization algorithm for the structure of the propulsion system. The aim of the algorithm is to allow the configuration of engine that is best suited to the operational conditions of its parent vehicle to be selected with minimal input or pre-conception on the part of the designer as to what the most suitable propulsion system for his/her application should be. The formulation of the algorithm in terms of the biologically-inspired Genetic Programming (GP) formalism allows the most suitable engine to emerge as one of a competing population of engine configurations that can change structure through mutation and inter-breeding across several generations of evolution. Some preliminary results, illustrating the potential of this approach in generating plausible configurations for the engines of hypersonic vehicles under specific operating conditions, are presented in this work.

Given a set of supersonic operating conditions, the GP algorithm returns a configuration which in its essence is a simple ramjet. Similarly, for subsonic flight, the algorithm returns an ejector ramjet configuration for the engine that is most highly adapted to the operating conditions of the vehicle as specified. These initial results are very encouraging, showing, as they do, that the approach is able to converge on engine configurations that are known from previous experience at least to be appropriate to the operating conditions as specified. The ultimate hope for the research presented here is of course that the GP approach should be able to stimulate new thinking within the field through suggesting new, and thus potentially un-thought of, solutions to the problems of hypersonic propulsion. This lofty, perhaps somewhat naïve, goal has yet to be realised, but the work presented here highlights some of the next steps that need to be undertaken in this direction.
Figure 17. Subsonic test case: Configuration of the best engine of the last evolutionary generation.

<table>
<thead>
<tr>
<th>Test name</th>
<th>Description</th>
<th>Gross Thrust [N]</th>
<th>Net Thrust [N]</th>
<th>Ram drag [N]</th>
<th>propellant flow rate $\dot{m}$ [kg/s]</th>
<th>Fitness $T/\dot{m}_f$ [Ns/kg]</th>
</tr>
</thead>
<tbody>
<tr>
<td>Baseline</td>
<td>Outcome of GP evolution</td>
<td>8.990·10^6</td>
<td>3.133·10^5</td>
<td>5.857·10^5</td>
<td>8.957</td>
<td>3.50·10^4</td>
</tr>
<tr>
<td>Test-1</td>
<td>Baseline with one comb. chamber</td>
<td>1.099·10^6</td>
<td>5.137·10^5</td>
<td>5.857·10^5</td>
<td>15.61</td>
<td>3.29·10^4</td>
</tr>
<tr>
<td>Test-2</td>
<td>Test-1 with $\varphi = 0.45$</td>
<td>1.111·10^6</td>
<td>3.979·10^5</td>
<td>7.127·10^5</td>
<td>10.90</td>
<td>3.65·10^4</td>
</tr>
</tbody>
</table>

Table 2. Supersonic test case: performance of the best adapted engine configuration and its variations.

<table>
<thead>
<tr>
<th>Test name</th>
<th>Description</th>
<th>Gross Thrust [N]</th>
<th>Net Thrust [N]</th>
<th>Ram drag [N]</th>
<th>propellant flow rate $\dot{m}$ [kg/s]</th>
<th>Fitness $T/\dot{m}_f$ [Ns/kg]</th>
</tr>
</thead>
<tbody>
<tr>
<td>Baseline</td>
<td>Outcome of GP evolution</td>
<td>4.627·10^6</td>
<td>4.166·10^6</td>
<td>4.610·10^5</td>
<td>166.79</td>
<td>2.50·10^4</td>
</tr>
</tbody>
</table>

Table 3. Subsonic test case: performance of the best adapted engine configuration.
It is the authors’ opinion, however, that radically new engine configurations are unlikely to emerge without the introduction of similarly radical new types of component into the toolbox of modules that is accessible to the underlying HyPro performance analysis tool. The extension of this toolbox may require some considerable lateral thinking on the part of its authors, as well as significant input from some of the more forward-thinking members of the hypersonic propulsion community.

**Glossary**

<table>
<thead>
<tr>
<th>Symbol</th>
<th>Definition</th>
</tr>
</thead>
<tbody>
<tr>
<td>$A$</td>
<td>Section Area</td>
</tr>
<tr>
<td>$D$</td>
<td>Ram Drag</td>
</tr>
<tr>
<td>$G$</td>
<td>Mass Flow</td>
</tr>
<tr>
<td>$H$</td>
<td>Total enthalpy</td>
</tr>
<tr>
<td>$I$</td>
<td>Momentum flow</td>
</tr>
<tr>
<td>$X$</td>
<td>Molar fraction</td>
</tr>
<tr>
<td>$W$</td>
<td>Molecular weight</td>
</tr>
<tr>
<td>$N$</td>
<td>Module input/output node</td>
</tr>
<tr>
<td>$R_p$</td>
<td>Compression Pressure Ratio</td>
</tr>
<tr>
<td>$U$</td>
<td>Axial velocity</td>
</tr>
<tr>
<td>$C_f$</td>
<td>Friction coefficient</td>
</tr>
<tr>
<td>$h$</td>
<td>Enthalpy</td>
</tr>
<tr>
<td>$q$</td>
<td>Heat flux</td>
</tr>
<tr>
<td>$\dot{m}$</td>
<td>Mass flow rate</td>
</tr>
<tr>
<td>$p$</td>
<td>Static pressure</td>
</tr>
<tr>
<td>$St$</td>
<td>Stanton number</td>
</tr>
<tr>
<td>$T$</td>
<td>Thrust</td>
</tr>
<tr>
<td>$C_t$</td>
<td>Thrust coefficient</td>
</tr>
<tr>
<td>$\gamma$</td>
<td>Efficiency</td>
</tr>
<tr>
<td>$\eta$</td>
<td>Density</td>
</tr>
<tr>
<td>$\tau$</td>
<td>Friction stress</td>
</tr>
<tr>
<td>$\Phi$</td>
<td>Stoichiometric composition</td>
</tr>
<tr>
<td>$\varphi$</td>
<td>Equivalence ratio</td>
</tr>
<tr>
<td>$\theta$</td>
<td>Injection angle</td>
</tr>
</tbody>
</table>

**Subscripts**

<table>
<thead>
<tr>
<th>Symbol</th>
<th>Definition</th>
</tr>
</thead>
<tbody>
<tr>
<td>$f$</td>
<td>Fuel</td>
</tr>
<tr>
<td>$ox$</td>
<td>Oxider</td>
</tr>
<tr>
<td>$W$</td>
<td>Wall conditions</td>
</tr>
<tr>
<td>$\infty$</td>
<td>Free stream conditions</td>
</tr>
<tr>
<td>0</td>
<td>Stagnation or total conditions</td>
</tr>
<tr>
<td>1</td>
<td>Beginning of the module</td>
</tr>
<tr>
<td>2</td>
<td>End of the module</td>
</tr>
<tr>
<td>3</td>
<td>Module third node</td>
</tr>
</tbody>
</table>

**References**


